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Abstract This article discusses a reduction of discounted Continuous-Time Markov
Decision Processes (CTMDPs) to discrete-time Markov Decision Processes (MDPs).
This reduction is based on the equivalence of a randomized policy that chooses ac-
tions only at jump epochs to a nonrandomized policy that can switch actions be-
tween jumps. For discounted CTMDPs with bounded jump rates, this reduction was
introduced by the author in 2004 as a reduction to discounted MDPs. Here we show
that this reduction also holds for unbounded jump and reward rates, but the cor-
responding MDP may not be discounted. However, the analysis of the equivalent
total-reward MDP leads to the description of optimal policies for the CTMDP and
provides methods for their computation.

1 Introduction

It is a great pleasure to devote this paper to Professor Hernández-Lerma, an out-
standing scholar and one of the major contributors to the theory of Markov Decision
Processes. Among many wonderful studies and discoveries, Professor Hernández-
Lerma made profound contributions to the theory of Continuous-Time Markov De-
cision Processes (CTMDPs). He wrote two monographs [12, 15], a survey [13], and
a large number of research papers on CTMDPs. References to most of these papers
can be found in [12].

The first studies of CTMDPs were conducted by Bellman [2, Chapter 11],
Howard [18], Zachrisson [36], Rykov [30], and Marin-Löf [26]. Miller [27, 28]
studied CTMDPs with finite state and action sets controlled by Markov policies and
Kakumanu [20] studied such processes with countable state spaces.
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In general, an important basic question for MDPs is how to define policies and,
what is more important, how to define stochastic processes associated with poli-
cies and initial distributions? For discrete time, this is usually done via the Ionescu
Tulchea theorem (see Hernández-Lerma and Lasserre [16, Appendix C]) that se-
quentially defines the probability measure on a sequence of states and actions.
For CTMDPs, Miller [27, 28] used the Kolmogorov forward equation to define a
stochastic process corresponding to a Markov policy and initial distribution of states.
Since then, most of the publications on CTMDPs considered Markov policies as the
most general class of policies.

The following two natural questions have been addressed in the literature: is it
possible to consider (i) randomized policies and (ii) more general history-dependent
policies than Markov policies? Let us start with randomized policies.

In discrete time, it is possible to implement randomization procedures at each
time epoch. This is not the case in continuous time. Let us consider the simplest
case: there is only one state, no dynamics, and two actions, a and b, are available
in this state. The decision maker wants to use these actions independently at each
time instance with probabilities 0.5. In this case, Kolmogorov’s consistency theo-
rem implies that there is a stochastic process a(t) with independent values such that
P{a(t) = a}= P{a(t) = b}= 0.5. However, as explained in Kallianpur [22, Exam-
ple 1.2.5], almost all trajectories of a(t) are not measurable. This implies that the
corresponding expected rewards cannot be defined even if the reward rates r(a) and
r(b) are given.

Hordijk and van der Duyn Schouten [17] introduced the notion of randomized
Markov policies. Such policies are defined as convex extensions of original actions.
Let an action a define transition rates qa and reward rates ra. The notion of ran-
domized Markov policies is based on using convex hulls of all qa and ra for all
actions a at each state. Intuitively, this means that, for any actions a and b and for
any constant λ ∈ (0,1) there is an action c = c(λ ) with qc = λqa +(1−λ )qb and
r(c) = λ r(a)+(1−λ )r(b). Markov policies with respect to such a convex extension
were called randomized Markov in [17]. This term is broadly used in the literature
and it appears to be confusing, because this construction does not implement any
randomization procedures. It simply relaxes the control sets. We think that the term
“relaxed” is more appropriate, and we shall call such policies relaxed. In particular,
the policies introduced by Hordijk and van der Duyn Schouten [17] will be called
relaxed Markov in this paper.

Yushkevich [35] introduced general policies with decisions depending on the
history up to time t, not only on the current time and state as for Markov policies.
Yushkevich [35] defined a trajectory as a sequence (tn,xn)n=0,1,..., where tn is the
time of nth jump (t0 = 0) and xn is the state immediately after the jump. Yushke-
vich [35] defined a policy as a function of the previous states, previous jump epochs,
and the time passed since the last jump. By using the Ionescu Tulcea theorem, for
a given policy and a given initial state distribution, Yushkevich [35] constructed the
corresponding probability distribution on the set of trajectories.

For marked point processes, Jacod [19] introduced the notion of a compensator,
originally called in [19] a predictable projection and sometimes called a dual pre-
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dictable projection. In particular, any marked point process defines its compensator;
[19, Theorem 2.1]. If the sample space is the set of sequences x0, t1,x1, t2, . . ., the
compensator and the initial state distribution uniquely define the unique marked
point process (tn,xn), n = 0,1, . . . ; [19, Theorem 3.6].

Kitaev [23, 24] observed that a policy for a CTMDP defines in a natural way a
compensator. Though this construction is equivalent to the construction introduced
by Yushkevich [35], it leads to the direct definition of a stochastic process defined by
a policy without using the Ionescu Tulcea theorem. Though past-dependent policies
were introduced long ago, most of the studies of CTMDPs are still limited to Markov
policies.

Early studies of CTMDPs, except Bather [1], were limited to problems with
uniformly bounded jump rates. Such problems can be reduced to discrete time
[25, 21, 33]. One of such reductions is uniformization. Another reduction method
is based on the equivalence of optimality equations in discrete and continuous-time.
Neither of these methods is directly applicable to CTMDPs with unbounded jump
rates. This topic is discussed in detail in the survey by Guo, Hernández-Lerma, and
Prieto-Rumeau [13] and in the comments to this survey published in the same jour-
nal issue.

In order to study constrained discounted CTMDPs, Feinberg [10] introduced
another reduction of discounted CTMDPs to discounted MDPs. This reduction is
based on the fact that policies that control the process between jumps are equiva-
lent to policies that change actions only at jump epochs. Continuous-time controlled
stochastic models that allow action selection only at jump epochs are well-studied in
the literature. They are known under the name of Semi-Markov Decision Processes
(SMDPs). If jump rates of a CTMDP are uniformly bounded, the equivalent SMDP
can be easily reduced to the discounted discrete-time MDP [10, Appendix].

If jump rates of a CTMDP are not bounded, the reduction to an SMDP still takes
place. Then, the corresponding SMDP can be reduced to a total-reward MDP as
described in [10, Appendix]. Though the total rewards for this MDP do not have a
representation in the form of total discounted rewards with some discount factor that
is less than 1, the analysis of this MDP leads to the description of optimal policies
of the original CTMDP with unbounded jump rates and to the methods of their
computation. For example, the value function satisfies the discrete-time optimality
equation, can be computed by value iterations, and stationary optimal policies exist
under natural assumptions.

This paper applies the reduction results from [10] to CTMDPs with unbounded
jump rates. The boundness of jump rates was not used in [10] to reduce a CTMDP
to an SMDP. It was used to show that the corresponding SMDP can be reduced to a
discounted MDP. This paper describes in detail the reduction to a total-reward MDP.

Now we present the general idea of the reduction of a CTMDP to an SMDP from
[10]. It is based on the property [8] of a nonstationary exponential distribution that
generalizes E[X] = λ−1 for an exponential random variable X with intensity λ > 0.

Let (A,A ) be a measurable space and X be a random variable with
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P{X> t}= exp(−
∫ t

0
λ (φ(s))ds),

where λ (a) is a nonnegative measurable function on A and φ is a measurable map-
ping of [0,∞) to (A,A ). The interpretation of this formula is that we deal with a
fixed state, X is the time the process spends in this state until the jump,(A,A ) is
the action set, and φ is a policy that selects an action φ(t), when the process spends
time t in the state since the last jump in this state.

Define p(B) = P{φ(X) ∈ B}, B ∈ A , the probability that an action from set B
was used at jump epoch. Let

m(B) = E
[∫ X

0
1{φ(s) ∈ B}ds

]
, B ∈A ,

the expected time that actions from set B were used until the jump. According to
Feinberg [8, Theorem 1],

m(B) =
∫

B

p(da)
λ (a)

, B ∈A . (1)

The measure m defines the expected total reward up to time X. If the reward rate
under an action a is r(a), where r is a measurable function, then the expected total
reward during the time interval [0,X] is

R =
∫

A
r(a)m(da). (2)

If, instead of selecting actions φ(t) at time t ∈ [0,X], an action is selected randomly
at time 0 according to the probability p and is followed until the jump epoch X, the
expected total time m(B), during which that actions a ∈ B are used, is also defined
by (1). Since the expected total rewards until jump and the distribution of an action
selected at jump epoch are the same for φ and for the policy that selects actions only
at time 0 according to the probability p, these two policies yield the same expected
total rewards. Of course, for multiple jumps the analysis is more involved, and it
is carried in [10], where it is shown that the corresponding policies have the same
occupancy measures. This is done there without the assumption that the jump rates
are uniformly bounded.

We conclude the introduction with a terminological remark. We write “occu-
pancy measure” instead of “occupation measure” frequently used in the literature
on MDPs, because the former provides a more adequate description of the corre-
sponding mathematical object.

2 Definition of a CTMDP

A CTMDP is defined by the multiplet {X ,A,A(x),q(·|x,a),r(x,a), R(x,a,y)}, where
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(i) X is the state space endowed with a σ -field X such that (X ,X ) is a standard
Borel space; that is, (X ,X ) is isomorphic to a Borel subset of a Polish space;

(ii) A is the action space endowed with a σ -field A such that (A,A ) is a standard
Borel space;

(iii) A(x) are sets of actions available at x ∈ X . It is assumed that A(x) ∈ A for
all x ∈ X and the set of feasible state-action pairs Gr(A) = {(x,a) : x ∈ X ,a ∈
A(x)} is a Borel subset of X×A containing the graph of a Borel mapping from
X to A;

(iv) q(·|x,a) is a signed measure on (X ,X ) taking non-negative finite values on
measurable subsets of X \ {x} and satisfying q(X |x,a) = 0, where (x,a) ∈
Gr(A). In addition, q(Γ |x,a) is a measurable function on Gr(A) for any Γ ∈
X . Let q(x,a) , −q({x}|x,a). Since q(X |x,a) = 0, then q(X \ {x}|x,a) =
q(x,a) and 0≤ q(x,a) < ∞ for all (x,a)∈Gr(A) because 0≤ q(X \{x}|x,a) <
∞;

(v) r(x,a) is a real-valued reward rate function that is assumed to be measurable
on Gr(A); −∞≤ r(x,a)≤ ∞.

(vi) R(x,a,y) is the instantaneous reward collected if the process jumps from state
x to state y, where y 6= x, and an action a is chosen in state x at the jump epoch.
The function R(x,a,y) is assumed to be measurable; −∞≤ R(x,a,y)≤ ∞.

A signed measure is also called a kernel. A kernel q is called stable if q̄(x) ,
supa∈A(x) q(x,a) < ∞, where q(x,a) , −q({x}|x,a), x ∈ X . Set q(·|x,a) , 0 for all
(x,a) /∈ Gr(A).

Everywhere in the paper the following assumption holds.

Assumption 2.1 The transition kernel q is stable.

Assumption 2.1 is needed to define and analyze the following two models con-
sidered in this paper: the relaxed CTMDP and the MDP corresponding to the relaxed
CTMDPs. It is also needed for continuity assumption in Section 5. Assumption 2.1
is not needed for Theorems 4.3 and 5.4, and for the statements of Theorems 4.1 and
4.2, if the two models mentioned above are excluded from their formulations.

Adjoin the isolated points x∞, a∞ to X , A respectively and define X∞ , X ∪
{x∞},A∞ , A∪{a∞} as well as the σ -fields X∞ = σ(X ,{x∞}) and A∞ = σ(A ,{a∞}).
Set A(x∞) , a∞ and q(x∞,a∞) , 0. Let R+ , (0,∞), R0

+ , [0,∞), and R̄+ , (0,∞].
Let R+ and R̄+ be the Borel σ -fields of R+ and R̄+ respectively. Define the basic
measurable space (Ω ,F ), where Ω = (X× R̄+)∞ and F = (X × R̄+)∞.

Following the construction of the jump Markov model in Kitaev [23], we briefly
describe the stochastic process under study. For ω = {x0,θ1,x1, . . .} ∈Ω , define the
random variables xn(ω) = xn, θn+1(ω) = θn+1, n≥ 0, t0 = 0, tn = θ1 +θ2 + . . .+θn,
n≥ 1, t∞ = limn→∞ tn. Let ωn = {x0,θ1, . . . ,θn,xn}, where n≥ 0 (for n = 0, omit θ0)
denote the history up to and including the n-th jump. The jump process of interest
is denoted by ξt(ω):

ξt(ω) , ∑
n≥0

I{tn ≤ t < tn+1}xn + I{t∞ ≤ t}x∞.
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The function ξt(ω) is piecewise continuous. Thus, the values ξt− are well defined
when t < t∞.

A policy φ is defined by a sequence {φn, n = 0,1, . . .} of measurable mappings
of ((X ×R+)n+1,(X ×R+)n+1) → (A,A ) such that φn(x0,θ1,x1, · · · ,θn,xn,s) ∈
A(xn), where x0 ∈ X , xi ∈ X , and θi ∈ R+ for all i = 1, . . . ,n, and s ∈ R+. A policy
φ selects actions

at , ∑
n≥0

I{tn < t ≤ tn+1}φn(x0,θ1, . . . ,θn,xn, t− tn)+ I{t∞ ≤ t}a∞, t > 0.

We say that a policy φ is simple if φn(x0,θ1, · · · ,θn,xn,s) = φn(xn). Here, follow-
ing the tradition, we slightly abuse notations by using the same notation φn on both
sides of the last equality. Our use of the term “simple” is consistent with its use in
Dynkin and Yushkevich [5], where it means a nonrandomized Markov policy for dis-
crete time. We use this term both for discrete and continuous time. A policy is called
switching simple if φn(x0,θ1, · · · ,xn,s) = φn(xn,s). A policy φ is called determin-
istic if there exists a mapping φ : X → A such that φn(x0,θ1, · · · ,θn,xn,s) = φ(xn),
n = 0,1, . . ., for all xi ∈ X , where i = 0, . . . ,n, for all θi ∈R+, where i = 1, . . . ,n, and
for all s ∈R+. Of course, φ is a measurable mapping and φ(x) ∈ A(x) for all x ∈ X .
The same is true for mappings φn for a simple policy φ .

Any policy φ defines the predictable random measure νφ on (R+×X ,R+×X )
defined by

νφ (ω,(0, t]×Y ) =
∫ t∧t∞

0
q(Y \{ξs−}|ξs−,as)ds, t ∈ R+, Y ∈X .

According to Jacod [19, Theorem 3.6], this random measure and the initial proba-
bility distribution γ of the initial state x0 ∈ X uniquely define a marked point pro-
cess x0,θ1,x1,θ2 . . . such that νφ is the compensator of its random measure. We
denote Pφ

γ and Eφ
γ the probabilities and expectations associated with this process. If

γ({x}) = 1 for some x ∈ X , we shall write Pφ
x and Eφ

x respectively.
Let c+ = max{c,0} and c− = min{c,0} for any number c. For a positive discount

rate α , consider the expected total discounted rewards

V+(x,φ) = Eφ
x
[∫ t∞

0
e−αtr+(ξt ,at)dt +

∞

∑
n=1

e−αtnR+(ξtn−1 ,atn ,ξtn)
]

and

V−(x,φ) = Eφ
x
[∫ t∞

0
e−αtr−(ξt ,at)dt +

∞

∑
n=1

e−αtnR−(ξtn−1 ,atn ,ξtn)
]
.

We follow the convention that (+∞)+(−∞)=−∞ throughout this paper. For almost
all problems considered in the literature, the following assumption (the so-called
General Convergence Condition) holds:

V+(x,φ) < ∞ for any policy φ and for any state x ∈ X . (3)
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Everywhere in this paper, we assume that the following weaker assumption holds.

Assumption 2.2 For any policy φ and for any initial state x∈X either V+(x,φ) < ∞
or V−(x,φ) >−∞.

The total expected discounted rewards are defined as

V (x,φ) = V+(x,φ)+V−(x,φ) = Eφ
x
[∫ t∞

0
e−αtr(ξt ,at)dt +

∞

∑
n=1

e−αtnR(ξtn−1 ,atn ,ξtn)
]

= Eφ
x
[ ∞

∑
n=1

{∫ tn

tn−1

e−αtr(ξt ,at)dt + e−αtnR(ξtn−1 ,atn ,ξtn)
}]

,

where the second and third equalities hold because of Assumption 2.2.
Let Π be the set of all policies and V (x) = supφ∈Π V (x,φ). A policy φ is called

optimal if V (x,φ) = V (x) for all x ∈ X .
Define

r∗(x,a) =
r(x,a)+

∫
X\{x}R(x,a,y)q(dy|x,a)

α +q(x,a)
, x ∈ X , a ∈ A(x). (4)

Following Feinberg [10], consider the occupancy measures

M̃φ
x,n(Y,B) = Eφ

x

∫ tn+1

tn
e−αt I{ξt ∈ Y,at ∈ B}(α +q(ξt ,at))dt, (5)

where n = 0,1, . . . , Y ∈ X , B ∈ A . Then, according to [10, Corollary 4.4 and
(4.20)],

V (x,φ) =
∞

∑
n=0

∫

X

∫

A
r∗(z,a)M̃φ

x,n(dz,da). (6)

In particular, (6) means that the introduced model is equivalent to the model without
instant rewards at jump epochs and with the reward rate function

r̂(x,a) = r(x,a)+
∫

X\{x}
R(x,a,y)q(dy|x,a), x ∈ X , a ∈ A(x). (7)

For a standard Borel space (E,E ), denote by P(E) the set of probability mea-
sures on (E,E ). Let M (E) be the minimal σ -field on P(E) such that for any C ∈ E
the function µ(C) defined on P(E) is measurable. Then (P(E),M (E)) is a stan-
dard Borel space. In particular, if (E,E ) is a Polish space then (P(E),M (E)) is
the Borel σ -field in the topology of weak convergence.

Relaxed CTMDP and relaxed policies. Consider a CTMDP with a stable kernel
q. We relax the model by replacing the action set A with P(A), the action sets A(x)
with P(A(x)), x ∈ X , the transition kernels q(Y |x,a) with

q̄(Y |x,µ) ,
∫

A(x)
q(Y |x,a)µ(da),
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where µ ∈ P(A(x)), and the reward functions r and R with the functions r̄ and
R̄(x,µ)≡ 0 respectively, where

r̄(x,µ) ,
∫

A(x)
r̂(x,a)µ(da).

Let again q̄(x,µ) , −q̄(X \ {x}|x,µ). Since q is stable, q̄(x,µ) < ∞ for all x ∈ X
and µ ∈P(A(x)).

As shown in Feinberg [10], the relaxed CTMDP satisfies the same basic assump-
tions (i)-(vi) as the original model. So, we can consider a policy π for this CTMDP.
A policy for the relaxed CTMDP is called a relaxed policy for the original CTMDP.
If a policy is simple in the relaxed CTMDP, it is called a relaxed simple policy in
the original CTMDP. Relaxed policies are usually called randomized policies in the
literature.

For a fixed initial state or initial distribution, a relaxed policy also defines a
stochastic process up to time t∞ and we denote by Pπ

x and Eπ
x the probabilities and

expectations for a relaxed policy π and initial state x. Let Π R be the set of all relaxed
policies. If a relaxed policy π selects at any time instance and along any trajectory
a measure δat concentrated at one point, then it can be interpreted as a usual policy.
Following this interpretation, we write Π ⊆Π R. Let πt(da|ω) be the probability dis-
tribution of actions that a relaxed policy π selects at time t < t∞ along the trajectory
ω . The corresponding measure is defined as πt(ω). Here two different notations are
used for the same objects, because πt(B|ω) = πt(ω)(B) for any B ∈ A . As above
with the random variables ξt(ω), we will not write ω explicitly whenever possible.
Thus, we shall write πt(da) and πt instead of πt(da|ω) and πt(ω) respectively.

The expected total discounted reward for a relaxed policy π and an initial state x
is the expected total discounted reward for the relaxed CTMDP. It can be written as

V (x,π) = V+(x,π)+V−(x,π),

here we use for the relaxed CTMDP the notations introduced for the original CT-
MDP. If either V+(x,π) < ∞ or V−(x,π) >−∞, then

V (x,π) = Eπ
x
[∫ t∞

0
e−αt r̄(ξt ,πt)dt

]
= Eπ

x
[ ∞

∑
n=1

{∫ tn

tn−1

e−αt r̄(ξt ,πt)dt
}]

,

or, in a more explicit form,

V (x,π) = Eπ
x
[∫ t∞

0
e−αt

∫

A
r̂(ξt ,a)πt(da)dt

]
= Eπ

x
[ ∞

∑
n=1

{∫ tn

tn−1

e−αt
∫

A
r̂(ξt ,a)πt(da)dt

]
.

We also recall that, following the convention in this paper, V (x,π) = −∞ when
V+(x,π) = ∞ and V−(x,π) =−∞.

We also define V R(x) = supπ∈ΠR V (x,π). A relaxed policy π is called optimal if
V (x,π) = V R(x) for all x ∈ X .
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3 Definition of a discrete-time total-reward MDP

A discrete time MDP is defined by a multiplet {X ,A,A(x), p(Y |x,a), r̃(x,a)}, where
the state set X , action set A, and sets of available actions A(x), x ∈ X , have the same
properties as in CTMDPs; p(·|x,a) is the transition probability from Gr(A) to X ,
that is p(·|x,a) is a probability distribution on (X ,X ) for any (x,a) ∈ Gr(A) and
p(Y |x,a) is a measurable function on Gr(A) for any Y ∈X ; r̃(x,a) is the one-step
reward function measurable on Gr(A).

A trajectory is a sequence x0,a0,x1,a1, . . . from (X ×A)∞. A policy σ is a se-
quence of transition probabilities σn, n = 0,1, . . ., from (X ×A)n×X to A such that
σn(A(xn)|x0,a0, . . . ,xn−1,an−1,xn) = 1. A policy σ is called randomized Markov
if σn(B|x0,a0, . . . ,xn−1,an−1,xn) = σn(B|xn), xn ∈ X , n = 0,1, . . . , for all B ∈ A .
A simple policy φ is defined as a sequence of measurable mappings φn : X → A,
n = 0,1, . . . such that φn(x) ∈ A(x), x ∈ X . A deterministic (stationary deterministic)
policy is defined as a measurable mapping from X to A satisfying φ(x) ∈ A(x) for
all x ∈ X . This means that in state x the action φ(x) is selected. Let ∆ be the set of
all policies.

As usual, in view of the Ionesu Tulcea theorem [16], any initial state distribution
γ and policy σ define a probability measure Pσ

γ on the sequence of trajectories. We
denote by Eσ

γ the expectation with respect to Pσ
γ . We write Pσ

x and Eσ
x , x∈X , instead

of Pσ
γ and Eσ

γ respectively, when γ({x}) = 1.
Let

W+(x,σ) = Eσ
x

∞

∑
n=0

r̃+(xn,an), W−(x,σ) = Eσ
x

∞

∑
n=0

r̃−(xn,an),

and
W (x,σ) = W+(x,σ)+W−(x,σ).

If either W+(x,σ) < ∞ or W−(x,σ) >−∞, then

W (x,σ) = Eσ
x

∞

∑
n=0

r̃(xn,an),

and W (x,σ) =−∞, if W+(x,σ) = ∞ and W−(x,σ) =−∞.
Similar to the continuous-time case, consider the value function W (x)= supσ∈∆ W (x,σ).

A policy σ is called optimal if W (x,σ) = W (x) for all x ∈ X .
We also consider occupancy measures for the MDP

Mσ
x,n(Y,B) , Eσ

x I{xn ∈ Y,an ∈ B}, n = 0,1, . . . , Y ∈X , B ∈A . (8)

Then, for x ∈ X and for σ ∈ ∆ ,

W (x,σ) =
∞

∑
n=0

∫

X

∫

A
r̃(z,a)Mσ

x,n(dz,da). (9)
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For any policy σ and for a fixed x ∈ X , consider a randomized Markov policy σ∗
such that

σ∗n (B|xn) =
Pσ

x {dxn,an ∈ B)
Pσ

x {dxn} , Pσ
x − a.s. (10)

It is well known [34] that

Pσ∗
x {xn ∈ Y,an ∈ B}= Pσ

x {xn ∈ Y,an ∈ B}, Y ∈X , B ∈A .

This implies
Mσ∗

x,n = Mσ
x,n, n = 0,1, . . . , (11)

and, in view of (9), for any reward function r̃

W (x,σ∗) = W (x,σ). (12)

4 Main results

For a total-reward discounted CTMDP defined by a multiplet {X ,A,A(x),q(·|x,a),
r(x,a), R(x,a,y)}, consider a discrete-time MDP defined by a multiplet {X∞,A∞,
A(x), p(·|x,a), r̃(x,a)}, where A(x∞) = {a∞},

p(Y |x,a) =





q(Y\{x}|x,a)
α+q(x,a) , if Y ∈X ,x ∈ X ,a ∈ A(x),

α
α+q(x,a) , if Y = {x∞},x ∈ X ,a ∈ A(x),

1, if Y = {x∞},x = x∞,a = a∞,

(13)

and r̃(x,a) = r∗(x,a) (see (4)) and r̃(x∞,a∞) = 0.
Thus, the original CTMDP {X ,A,A(x),q(·|x,a),r(x,a), R(x,a,y)} defines two

other models: the relaxed CTMDP {X ,P(A),P(A(x)), q̄(·|x,µ), r̄(x,µ), R̄(x,µ ,y)},
where µ ∈ P(A(x)), and the discrete-time MDP {X∞,A∞,A(x), p(·|x,a), r̃(x,a)}
with the transition probabilities and rewards defined in (4,13) and in the line follow-
ing (13). These three models have the sets of policies Π , Π R, and ∆ respectively,
where Π ⊆ Π R. The objective criteria for the two CTMDPs are the expected to-
tal discounted rewards and the objective criterion for the discrete-time MDP is the
expected total reward.

In addition, we can consider the fourth model: the MDP corresponding to the
relaxed CTMDP. Let ∆ R be the set of policies for this MDP; ∆ ⊆ ∆ R. Observe that
for x ∈ X and µ ∈P(A(x)), the one-step reward for this MDP is

r̃(x,µ) =
r̂(x,µ)

α + q̄(x,µ)
. (14)

Observe that the sets of states, actions, and transition rates define the structure of
the models and the sets of policies Π , Π R, ∆ , and ∆ R, while the reward functions r
and R define the objective functions, which are functionals on these sets.
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Theorem 4.1 Consider a CTMDP and its three associated models: the relaxed CT-
MDP, the corresponding MDP, and the MDP corresponding to the relaxed CTMDP.
For any policy φ in the CTMDP and any state x ∈ X, in each of three associated
models there exists a policy σ such that V (x,φ) = G(x,σ) and this equality hold for
all reward functions r and R, where G denotes the expected total reward in the two
associated MDPs and the expected total discounted reward in the relaxed CTMDP.

Proof. (i) Consider the relaxed CTMDP. Since φ ∈ Π ⊆ Π R, the policy φ itself is
the required policy in the relaxed CTMDP. Thus, we can set σ = φ .

(ii) Fix x ∈ X . Recall that M̃φ
x,n, n = 0,1, . . ., are occupancy measures for the

CTMDP defined in (5), when the initial state is x. Consider on (X ,X ) finite non-
negative measures m̃φ

x,n, n = 0,1, . . .,

m̃φ
x,n(Y ) , M̃φ

x,n(Y,A), Y ∈X . (15)

For the corresponding MDP, consider a randomized Markov policy σ satisfying for
each B ∈A

σn(B|z) =
M̃φ

x,n(dz,B)

m̃φ
x,n(dz)

, m̃φ
µ,n− a. e., n = 0,1, . . . . (16)

According to Feinberg [10, Theorem 4.5 and Lemma A.2], such a randomized
Markov policy σ exists and

Mσ
x,n = M̃φ

x,n, n = 0,1, . . . , (17)

and therefore V (x,φ) = W (x,σ) for any reward functions r and R. We remark that
[10, Lemma A.2] deals with a Semi-Markov Decision Process (SMDP). For a ran-
domized Markov policy, decisions depend on the current state and jump number.
They do not depend on the current or past values of the time parameter t. Therefore,
these policies are also randomized Markov policies for the MDP corresponding to
the CTMDP; see [10, Corollary A.4] with β̄ = 1, where the parameter β̄ is con-
sidered in that corollary. We remark that β̄ < 1 is chosen in [10, Corollary A.4] to
ensure that the discount factor is less than 1. As shown in [10], the discount fac-
tor less then 1 can be chosen if the jump rates are uniformly bounded. Since the
jump rates may be unbounded in the current paper, it may be impossible to set the
discount factor β̄ < 1, but it is possible to set the discount factor β̄ = 1.

(iii) As shown in (i), a policy π belongs to the relaxed CTMDP. By applying (ii)
to the relaxed CTMDP, we obtain a Markov policy with the required properties in
the MDP corresponding to the relaxed CTMDP. ut
Definition 4.1 Consider a CTMDP and its three associated models: the relaxed
CTMDP, the corresponding MDP, and the MDP corresponding to the relaxed MDP.
Two of these four models are called equivalent, if for each state x∈ X, for any policy
in one of the models there exists a policy in another model such that the values of
the total reward criteria for these policies are equal in the corresponding models,
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when the initial state x is fixed. If this is true for any reward functions r and R then
the models are called strongly equivalent.

Theorem 4.2 Consider a CTMDP and its three associated models: the relaxed CT-
MDP, the corresponding MDP, and the MDP corresponding to the relaxed CTMDP.
Then

(a) The following three models are strongly equivalent: the relaxed CTMDP, the
corresponding MDP, and the MDP corresponding to the relaxed CTMDP.

(b) If the set A is countable then all four models are strongly equivalent.

We consider two lemmas needed for the proof of Theorem 4.2

Lemma 4.1 Theorem 4.2 holds under the addition condition that the reward func-
tions r and R are nonnegative.

Proof. (a) Fix the initial state x ∈ X . Observe that ∆ ⊆ ∆ R and that, according to
Theorem 4.1, for any policy in the relaxed CTMDP there exists a policy with the
required property in the MDP corresponding to the relaxed CTMDP. Thus, to show
the strong equivalence of the MDP corresponding to the CTMDP and the MDP cor-
responding to the relaxed CTMDP, it is sufficient to show that for any policy in the
MDP corresponding to the relaxed CTMDP there exists a policy in the MDP corre-
sponding to the CTMDP such that these two policies have equal objective functions
and this is true for all nonnegative reward functions r and R.

Observe that for an arbitrary state x ∈ X and for an arbitrary action µ ∈P(A(x))
in the MDP corresponding to the relaxed CTMDP there exists a randomized action
π ∈ P(A(x)) in the MDP corresponding to the CTMDP such that these two ac-
tions yield the same transition probabilities and expected one-step rewards. More
precisely, for µ ∈P(A(x)) we define π ∈P(A(x)) by

π(da) =
α +q(x,a)

α +
∫

A(x) q(x,a)µ(da)
µ(da). (18)

Indeed, if an action is selected according to the distribution π in the MDP cor-
responding to the CTMDP, then the transition probability p and expected one-step
reward r̃ are

p(Y |x,π) =
∫

A(x)
p(Y |x,a)π(da) =

∫

A(x)

q(Y \{x}|x,a)π(da)
α +q(x,a)

, Y ∈X ,

r̃(x,π) =
∫

A(x)

r̂(x,a)π(da)
α +q(x,a)

.

If an action µ is selected in the MDP corresponding to the relaxed CTMDP, then the
transition probability p̄ and expected one-step reward r̄ are

p̄(Y |x,µ) =

∫
A(x) q(Y \{x}|x,a)µ(da)

α +
∫

A(x) q(x,a)µ(da)
, Y ∈X ,
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r̄(x,µ) =

∫
A(x) r̂(x,a)µ(da)

α +
∫

A(x) q(x,a)µ(da)
.

In view of (18), p(Y |x,π) = p̄(Y |x,µ) and r̃(x,π) = r̄(x,µ). This implies that, if
the initial state is fixed, for any randomized Markov policy in the MDP correspond-
ing to the relaxed CTMDP there exists a randomized Markov policy in the MDP
corresponding to the CTMDP such that they objective functions coincide. In ad-
dition, this is true for any nonnegative reward functions r and R. Thus, the MDP
corresponding to the CMDP and the MDP corresponding to the relaxed CTMDP
are strongly equivalent.

According to cases (i) and (ii) in the proof of Theorem 4.1, for any policy π in
the relaxed CTMDP there exists a policy with the same performance for all reward
functions in the MDP corresponding to the relaxed CTMDP. Now consider a policy
σ for the MDP corresponding to the CTMDP. Without loss of generality [34], let
σ be randomized Markov. The policy σ can be considered as a policy that selects
actions only at jump epochs and decisions depend only on the state to which the
process jumps in and the jump number. In other words, σ is a policy for a SMDP
defined by the underlying CTMDP model. Define the relaxed switching simple pol-
icy π by

πn(da|z,s) =
e−q(z,a)sσn(da|z)∫
A e−q(z,a)sσn(da|z) , n = 0,1, . . . , z ∈ X , s≥ 0. (19)

The marked point processes defined by the policies σ and π have the same sojourn
times distributions, because for every n = 0,1, . . . they have the same hazard rates
after nth jump ∫

A q(xn,a)e−q(xn,a)sσn(da|xn)∫
A e−q(xn,a)sσn(da|xn)

.

In addition, they have the same transition probabilities,
∫

A q(Y \{x}|xn,a)e−q(xn,a)θn+1σn(da|xn)∫
A e−q(xn,a)θn+1σn(da|xn)

,

at jump epochs. The initial state x is fixed and it is the same for marked point pro-
cesses defined by the policies σ and π . Thus, the policies σ and π define the same
marked point processes.

In addition, the reward rates are equal,

r̄(xn,πn(xn,s)) =
∫

A r(xn,a)e−q(xn,a)sσn(da|xn)∫
A e−q(xn,a)sσn(da|xn)

.

Thus, for any discount rate α ∈ [0,1], for any policy σ in the MDP corresponding
to the original CTMDP there exist a relaxed policy π in the CTMDP such that the
expected total discounted rewards are equal for these two policies. We remark that
this correspondence is proved in Feinberg [10, (8.5), (8.6)] by using compensators.
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(b) Without loss of generality, let A = {1,2, . . .}. Fix x ∈ X and consider a ran-
domized Markov policy σ for the MDP corresponding to a CTMDP. For n = 0,1, . . .,
we set

θi(z,n) =−(α +q(z, i))−1 ln
(

1− σn(i|z)
∑∞

k=i σn(k|z)
)

, i = 1,2, . . . , z ∈ X , a ∈ A,

(20)
where 0

0 = 0 and ln(0) = −∞. We also set θ0(z,n) = 0, θi(z,n) = ∑i
k=1 θk(z,n).

Consider a switching simple policy φ :

φn(z,s) = i for z ∈ X , n = 0,1, . . . , θi−1(z,n)≤ s < θi(z,n), i = 1,2, . . . . (21)

According to [10, Theorem 5.2], σ satisfies equation (16) written for π = φ . In
addition, V (x,φ) = W (x,σ) for any nonnegative reward functions r and R. In con-
clusion, we notice that technical conditions in Feinberg [10] and here are different.
Instead of Condition 5.1 from [10], we use the assumption that A is countable. These
conditions achieve the same goal: they guarantee that the functions φn(z,s) are well
defined in (21) and measurable in (z,s). ut
Lemma 4.2 Assumption 2.2 implies that the following statements hold for all x ∈
X :

(a) either supφ∈Π V+(x,φ) < ∞ or infφ∈Π V−(x,φ) >−∞;
(b) either supπ∈ΠR V+(x,π) < ∞ or infπ∈ΠR V−(x,π) >−∞;
(c) either supσ∈∆ W+(x,σ) < ∞ or infσ∈∆ W−(x,σ) >−∞;
(d) either supσ∗∈∆ R W+(x,σ∗) < ∞ or infσ∗∈∆ R W−(x,σ∗) >−∞.

Proof. (c) Fix x ∈ X . We shall prove that if statement (c) does not hold then As-
sumption 2.2 does not hold either. Let statement (c) does not hold. Define the func-
tion r̂+ by (7) with the functions r and R replaced with the functions r+ and R+

respectively. Similarly, define the function r̂− by (7) with the functions r and R re-
placed with the functions r− and R− respectively. Then define the functions r̃+ and
r̃− by (14) with the function r̂ replaced with the functions r̂+ and r̂− respectively.
For σ ∈ ∆ , let W++(x,σ) and W−−(x,σ) be the discrete-time expected total rewards
with the reward functions r̃+ and r̃− respectively. Then W++(x,σ)≥W+(x,σ) and
W−−(x,σ)≤W−(x,σ) for all σ ∈ ∆ . Thus, since (c) does not hold

sup
σ∈∆

W++(x,σ) = ∞ (22)

and
inf

σ∈∆
W−−(x,σ) =−∞. (23)

The rest of the proof shows that (22) and (23) imply that Assumption 2.2 does
not hold. Equality (22) means that the value for a positive dynamic programming
problem is infinite. Thus, for every n = 1,2, . . . there exists a deterministic policy
φn satisfying W++(x,φn)≥ 2n. Similarly, for every n = 1,2, . . . there exists a deter-
ministic policy ψn satisfying W−−(x,φn) ≤ −2n. Consider a policy σ ∈ ∆ that is
defined in the following way: this policy independently selects one of the policies
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{φ1,ψ1,φ2,ψ2, . . .}, and policy φn and each policy ψn are selected with the proba-
bility 2−n+1, n = 1,2, . . . (here we apply the same method as in [5, p. 108]). We have
W++(x,σ) = ∞ and W−−(x,σ) =−∞.

We also have that W++(x,σ∗) = ∞ and W−−(x,σ∗) = −∞ for a randomized
Markov policy σ∗ satisfying (10). Since the policy σ∗ uses a countable number of
actions at any state z, for the policy φ for the CTMDP, defined by (21) with σ = σ∗
in (20), we have V+(x,φ) = ∞ and V−(x,φ) =−∞. Thus, Assumption 2.2 does not
hold.

(a) Theorem 4.1 implies that if statement (a) does not hold then both (22) and
(23) hold. Therefore, Assumption 2.2 does not hold.

(b) Lemma 4.1 implies that if statement (b) does not hold then both (22) and (23)
hold. Therefore, Assumption 2.2 does not hold.

(d) The proof is the same as for (b). ut
Proof of Theorem 4.2. Lemma 4.1 implies the theorem under additional condi-
tions that either either both r and R are nonnegative or they both are nonpositive.
Lemma 4.2 implies that this is also true for general functions r and R. ut

Let f : X →R0
+. A policy φ is called f -optimal for a CTMDP if V (x,φ)≥V (x)−

f (x) for all x ∈ X . A policy φ is called f -optimal for an MDP if W (x,φ)≥W (x)−
f (x) for all x ∈ X .

Theorem 4.3 (a) The function V is universally measurable and V (x) = V R(x) =
W (x) = W R(x) for all x ∈ X.

(b) If for a function f : X → R0
+, a simple policy ϕ is f -optimal for the corre-

sponding discrete-time MDP, it is also f -optimal for the original CTMDP. In par-
ticular, a deterministic f -optimal policy for the discrete-time MDP is f -optimal for
the CTMDP.

Proof. (a) Fix arbitrary x ∈ X . According to Theorem 4.2, V R(x) = W (x) = W R(x).
Theorem 4.1 implies that W (x)≥V (x). Let σ be a policy in the MDP corresponding
to the CTMDP. According to Feinberg [6, Theorem 3], for any K > 0 there exists a
simple policy φ such that

W (x,φ)≥
{

W (x,σ), if W (x,σ) < ∞,

K, if W (x,σ) = ∞.

In addition V (x)≥V (x,φ) = W (x,φ) for any simple policy φ . Thus, for any policy
σ in the CTMDP and for any K > 0

V (x)≥
{

W (x,σ), if W (x,σ) < ∞,

K, if W (x,σ) = ∞.

This implies V (x)≥W (x). Thus, V (x) =W (x). Universal measurability of the func-
tion W follows from [7, Theorem 3.1.B]. Statement (b) follows from statement (a).

ut



16 Eugene A. Feinberg

5 Applications: value iterations and optimality of deterministic
policies

Theorems 4.1-4.3 can be used to prove the existence of optimal policies for CT-
MDPs, describe the structure of optimal policies, and compute them. For example,
an optimal deterministic policy for the corresponding MDP is optimal for the orig-
inal CTMDP. These theorems also demonstrate that there is no need to consider
relaxed policies for CTMDPs, because they do not overperform standard policies.
We conjecture that the assumption that A is countable is not necessary for the valid-
ity of Theorem 4.2.

The classic results on the convergence of value iterations and on other properties
of positive dynamic programs [3, 4, 34] imply the following fact, which is a stronger
version of Piunovskiy and Zhang [29, Theorem 1], where the case R(x,a,y) = R(x)
was considered.

Theorem 5.4 Let the function r∗, defined in (4), be nonnegative. Then the function
V is the minimal nonnegative solution to the following Bellman equation

V (x) = sup
a∈A(x)

{
r∗(x,a)+

∫

X\{x}
q(dy|x,a)
α +q(x,a)

V (y)
}

, x ∈ X , (24)

and can be computed by the value iteration procedure: Wk(x)↗V (x) when k→ ∞,
where W0(x) , 0 and

Wk+1(x) , sup
a∈A(x)

{
r∗(x,a)+

∫

X\{x}
q(dy|x,a)
α +q(x,a)

Wk(y)
}

, x ∈ X . (25)

Proof. Since the function r∗ is nonnegative, the corresponding MDP has nonnega-
tive one-step rewards and, according to [3, Proposition 9.14], its k-horizon values
Wk form a nondecreasing sequence converging to W. According to Theorem 4.3,
V = W. ut

As stated in Theorem 4.3, the function V is universally measurable and, more
precisely, it is upper semianalytic; see [5] or [3] for details. The same is true for
the k-horizon values Wk, k = 1,2, . . . , of the MDP corresponding to the CTMDP.
As the following theorem states, the function V satisfies the optimality equation
under broad conditions. However, optimal policies may not exist under conditions
of Theorem 5.4 even when the action set A is finite; see [4] or [9, Example 6.8].

Theorem 5.5 If V (x) < ∞ for all x ∈ X then the function V satisfies the Bellman
equation (24). If, in addition, r∗(x,a)≤ 0 for all (x,a)∈Gr(A) then V is the maximal
nonpositive function satisfying (24).

Proof. According to Theorem 4.3, V = W. The value function for an MDP satisfies
the optimality equation [5, Section 6.2] and W is its maximal solution when all one-
step rewards are nonpositive [34] or [3, Proposition 9.10]. ut
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Value iterations may not converge to the optimal value function, if the reward
function is not nonnegative [34, Example 6.1]. However, for MDPs with nonposi-
tive rewards, value iterations converge to the optimal value function under compact-
ness and continuity conditions introduced by Schäl [31, 32] for MDPs with com-
pact action sets. Extensions of these conditions to MDPs with noncompact action
sets are currently well-understood; see [16, Lemma 4.2.8] for MDPs with setwise
continuous transition probabilities and [11, Proposition 3.1] for MDPs with weakly
continuous transition probabilities, where discounting was considered. The same is
true for MDPs with nonpositive one-step rewards – so-called negative MDPs. These
conditions also imply the existence of deterministic optimal policies for discounted
and for negative MDPs. We present below such conditions for CTMDPs.

Let q+(Y |x,a) , q(Y \ {x}|x,a), Y ∈ X . Observe that q+(X |x,a) = q(X \
{x}|x,a) < ∞. The definition (4) can be rewritten as

r∗(x,a) =
r(x,a)+

∫
X R(x,a,y)q+(dy|x,a)
α +q(x,a)

, x ∈ X , a ∈ A(x). (26)

Condition (Sc). (i) For each x ∈ X, the kernel q+(·|x,a) is setwise continuous in
a ∈ A(x); that is, the function

∫
X f (y)q+(dy|x,a) is continuous in (x,a) ∈Gr(A) for

any bounded measurable function f on X.
(ii) The reward function r∗(x,a) is bounded above on Gr(A), and for each x ∈ X

it is sup-compact on A(x), that is, the set {a ∈ A(x)|r∗(x,a) ≥ c} is compact for
each finite constant c.
Condition (Wc). (i) The kernel q+(·|x,a) is weakly continuous in (x,a) ∈ Gr(A);

that is, the function
∫

X f (y)q+(dy|x,a) is continuous in (x,a) ∈ Gr(A) for any
bounded continuous function f on X.

(ii) The reward function r∗(x,a) is sup-compact on Gr(A), that is, the set {(x,a)∈
Gr(A)|r∗(x,a)≥ c} is compact for each finite constant c.

Observe that Condition (Sc)(i) implies that q(x,a) is continuous in a ∈ A(x)
for each x ∈ X . This and the inequality α > 0 imply that the transition probabil-
ity p(·|x,a) is setwise continuous in a ∈ A(x) for each x ∈ X . Similarly, Condition
(Wc)(i) implies that q(x,a) is continuous in (x,a) ∈ Gr(A). This and the inequal-
ity α > 0 imply that the transition probability p(·|x,a) is weakly continuous in
(x,a) ∈ Gr(A).

Thus, Conditions (Sc) and (Wc) imply respectively the validity of the follow-
ing conditions for the corresponding MDP. These conditions are the versions of
Schäl’s [31, 32] conditions (S) and (W) originally introduced for compact action
sets.
Condition (Su). (i) For each x ∈ X, the transition probability kernel p(·|x,a) is

setwise continuous in a ∈ A(x).
(ii) Condition (Sc) (ii) holds.

Condition (Wu). (i) The transition probability p(·|x,a) is weakly continuous in
(x,a) ∈ A(x).

(ii) Condition (Wc) (ii) holds.
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Theorem 5.6 Let r∗(x,a)≤ 0 for all (x,a)∈Gr(A). If Condition (Sc) holds then the
value function V is measurable. If the Condition (Wc) holds then the value function
V is sup-compact. In either case the following statements hold:

(a) there exists a deterministic optimal policy;
(b) a deterministic policy is optimal if and only if for all x ∈ X

V (x) =r∗(x,φ(x))+
∫

X\{x}
q(dy|x,φ(x))
α +q(x,φ(x))

V (y) (27)

= max
a∈A(x)

{
r∗(x,a)+

∫

X\{x}
q(dy|x,a)
α +q(x,a)

V (y)
}

; (28)

(c) The value function V can be computed by the value iteration procedure:
Wk(x)↘V (x) when k→ ∞, where W0(x) , 0 and Wk+1, k = 1,2, . . . , are defined in
(25).

Proof. If Conditions (Sc) or (Wc) hold for a CTMDP then Conditions (Su) or (Wu)
hold for the corresponding MDP respectively. For MDPs, the statements of the the-
orem are standard facts. For example, similar facts are presented in [16, Lemma
4.2.8] for MDPs satisfying Condition (Su) and in [11, Proposition 3.1] for MDPs
satisfying Condition (Wu). Though in [16] and in [11], a discount factor is consid-
ered, the arguments from [16] and [11] are applicable when r is nonpositive and
conditions (Su) or (Wu) hold for the corresponding MDP. ut

If t∞ = ∞ (Pπ
x -a.s.) for all π and x, then the problem studied in this paper becomes

an infinite-horizon problem in continuous time. Conditions for t∞ = ∞ (Pπ
x -a.s.)

are described in the literature; see [12, 14]. In addition, under certain conditions,
a policy π , for which the probability of t∞ < ∞ is positive, cannot be optimal. For
example, such a condition is R(x,a,y) < c < 0 for some number c. In this case,
V (x,π) = −∞ for any policy π with Pπ

x {t∞ < ∞} > 0. In conclusion, we formulate
the following statement.

Theorem 5.7 Let either Condition (Sc) or Condition (Wc) be satisfied. If the fol-
lowing two assumptions hold:

(i) the function r̂, defined in (7), is bounded above,
(ii)for any initial state x ∈ X and for any policy π ∈Π , the inequality V (x,π) >−∞

implies t∞ = ∞ (Pπ
x -a.s.),

then there exists a deterministic optimal policy.

Proof. Let r̂(x,a) ≤ K < ∞ for some finite constant K > 0. Let us subtract K from
the reward rate r. Then the corresponding MDP will have nonpositive one-step re-
wards. Therefore, Theorem 5.6 implies the existence of a deterministic optimal pol-
icy for the CTMDP with the reduced reward rate. Assumption (ii) implies that the
expected total rewards V (x,π) will be reduced for any policy π and any for x ∈ X
by the constant K/α = K

∫ ∞
0 e−αtdt. Thus, an optimal policy for the CTMDP with

the reduced reward rates is also optimal for the original CTMDP. ut
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