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Abstract. We consider an M/G/1 queue with a removable server. When a customer arrives, the workload
becomes known. The cost structure consists of switching costs, running costs, and holding costs per unit
time which is a nonnegative nondecreasing right-continuous function of a current workload in the system.
We prove an old conjecture that D-policies are optimal for the average cost per unit time criterion. It
means that for this criterion there is an optimal policy that either runs the server all the time or switches the
server off when the system becomes empty and switches it on when the workload reaches or exceeds some
threshold D.
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1. Introduction

We consider an M/G/1 queue. The customers arrive according to a Poisson process �t
with intensity λ. The ith arriving customer increases the total workload by its service
time Yi . The assumption is that this service time becomes known upon arrival, rather
than upon initiation of service. Following standard assumptions, {Yi | i � 1} are i.i.d.
and are independent of the arrival process. As usual, the service rate is 1.

At any time the server can be switched on and off. If the server is off or the queue
is empty, the service rate is 0. It costs K0 to switch the server on and K1 to switch the
server off. We assume that K0 and K1 are nonnegative numbers and at least one of them
is positive. If the server is on (off), the cost is r1 (r2) per unit time, where r1 > r2. Setting
r = r1 − r2 it is clear that without loss of generality we may assume that r1 = r and
r2 = 0. We make this assumption throughout this paper.
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If the workload is x, the holding cost per unit time is h(x). We assume that
h : [0,∞) → [0,∞) is a nonnegative nondecreasing right-continuous function with
h(w) → ∞ as x → ∞. Without loss of generality, we set h(0) = 0. Indeed, if
h(0) 
= 0 we define a new holding cost function equal to h(x) − h(0). For any policy,
average costs per unit time will change by the same constant h(0). The new holding cost
function equals zero when x = 0.

Thus, the server can be in two states: operating (on) and non-operating (off). A pol-
icy is called stationary if the decision to switch the server on or off depends only on the
state of the server and on the workload. LetD be a positive constant. A stationary policy
is called a D-policy, if it prescribes to switch a non-operating server on when the work-
load reaches or exceeds the level D and switch the operating server off when the system
becomes empty. At all other epochs the state of the server remains unchanged.

Let ρ = λEY1 and W be the stationary waiting time in a standard M/G/1 queue
(where the server is always on). We make the standard assumption that ρ < 1 and we
also assume that Eh(W) < ∞.

We consider average costs per unit time. The goal of this paper is to prove the
optimality of D-policies. It means that an optimal policy exists and it either prescribes
to keep the server on all the time or it is a D-policy.

In general, there are two basic models of controlled queues with removable servers:
the queues for which the service times become known at service completion epochs and
the queues for which these times become known at arrival epochs. The problem we
consider belongs to the second group. For the first group of problems, a notion of an
N-policy is natural. This policy prescribes to switch a non-operating server on when a
number of customers in queue is greater than or equal to N and turn an operating server
off when the queue becomes empty.

The study of queues with removable servers started from the analysis of the sit-
uation when the service time becomes known only at departure epochs. Yadin and
Naor [29] studied M/G/1 queues controlled by N-policies. Heyman [16] and Bell [5]
investigated the optimality of N-policies for average reward per unit time and total dis-
counted costs respectively by using Markov Decision Processes. Sobel [26] proved op-
timality of N-policies for GI/G/1 queues within the class of stationary policies.

For queues with batch arrivals the corresponding stochastic processes are not skip-
free and their analysis is more complicated. This is the major reason why comprehensive
results for MX/G/1 queues were obtained significantly later than for M/G/1 queues.
For MX/G/1 queues, Federgruen and So [9] proved the optimality of N-policies, Lee
and Srinivasan [19] developed an algorithm that computes an optimal N . Denardo et
al. [7] proved the convergence of this algorithm.

Balanchandran [3] introduced D-policies. These policies where studied by Balan-
chadran and Tijms [4]. Boxma [6] proved that, under the appropriate problem reformu-
lation, D-policies outperform N-policies. Tijms [28] proved optimality of D policies
for a version of average rewards per unit time under some conditions. However, the
conjecture that D-optimal policies are optimal in the class of all policies remained open
because in [28] it was assumed that the workload could be controlled only at the arrival
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epochs, the server should be on if the workload is large, and a not too natural definition
of average costs per unit time was considered. For more recent work comparing N , D,
and other policies, where the focus is on the number of customers in the system (rather
than the workload) and further references, see [1,2].

Federgruen and So [9] conjectured that optimality of D-policies can be proved by
using controlled stochastic processes with piecewise deterministic trajectories between
jumps. Though this suggestion is natural, it appears that the theory for such processes
developed up to this time, does not have the results that imply the optimality of D-
policies for M/G/1-queues. Actually, in their corollary 5.2, Federgruen and So showed
that their conjecture holds when the distribution of the service time is integer valued.
This of course immediately carries over to the case where the service time distribution is
arithmetic, but the validity of the result for general service time distributions remained a
conjecture.

Our proof consists of three steps. First, in section 3 we prove by using coupling
that a controller should not switch the operating server off if the queue is not empty
and the controller should not switch the non-operating server on if the queue is empty.
Second, in section 4 we consider a class of regenerative policies and show, by using
optimal stopping arguments, that D-policies are the best within this class. The class of
regenerative policies contains stationary policies that prescribe to switch the server off
when the queue becomes empty. Our last step is the proof of the existence of optimal
stationary policies that either always keep the server on or are regenerative. This step is
presented in section 5.

We model the problem as a semi-Markov decision process with an uncountable
state space [0,∞) and unbounded cost functions. The available theory of semi-Markov
decision processes [21,22] does not cover such models. The theory of infinite state space
Markov decision processes (MDP) with unbounded cost functions was developed dur-
ing the last decade, see Sennott [24,25]. Schäl [23] provided sufficient conditions for
the existence of stationary optimal policies in uncountable discrete-time MDPs. If our
problem could be formulated in discrete time, Schäl’s [23] conditions would ensure the
existence of stationary optimal policies. Since we consider a continuous-time problem,
additional arguments are needed. In section 5, we construct two discrete-time MDPs
whose expected total discounted costs are bounds from above and below for the dis-
counted total rewards of the original problem. The MDP, whose total discounted costs
majorize the expected total costs of the original problems, satisfies Schäl’s [23] condi-
tions. Therefore, there is an average reward policy for that MDP. We also show that this
policy is asymptotically optimal for MDPs that serve as lower bounds when the discount
rate tends to 0. This concludes that this policy is optimal for the original problem.

We complete this section by mentioning that our results remain valid for an
MX/G/1 process where the information which becomes known upon the arrival of a
batch is the batch size and the service times of the various customers in the batch. This
seems obvious, but actually a proof of this is required. This result is a corollary of more
general results for controlled processes [13].
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2. Problem formulation

The goal of this section is to define a controlled model for an M/G/1 queue with a
removable server when the controller can switch the state of the server at any time and
the information about customer service time becomes known at arrival epochs. Let Wt

be the workload at epoch t . First, we define a Semi-Markov Decision Process (SMDP)
associated with this model. The state space of this process is broad enough to include all
available information about the past arrivals and their service times.

From the intuitive point of view, the state of the system consists of the workload
and the state of the server (on or off). The jump epochs of the SMDP (we call them
decision epochs) include arrival epochs but also may include additional epochs when the
server may be switched on or off. The initial (number 0) decision epoch is t = 0. If t is
a decision epoch and the decision is a ∈ [0,∞], it means that the next decision epoch is
either (t+a) or the next arrival epoch, whatever happens first. If the next decision epoch
is t + a, the server changes its status (from on to off or vise versa) at the epoch t + a. If
the next decision epoch is an arrival epoch, the server then picks a new a. In particular,
a may be zero, in which case a switch is instantly made. If t0, t1, . . . is a sequence of
decision epochs then tn+1 � tn. Let t∞ = limn→∞ tn. If t∞ < ∞ for some trajectory
then the server is switched an infinite number of times over the interval [0, t∞] and the
average cost per unit time is infinite for this trajectory.

Now we give formal definitions. We define the state space S = [0,∞)× {0, 1}. If
the state at nth decision epoch is sn = (w, g), it means that Wtn = w, the state of the
server is g, where g = 0 means that the server is off and g = 1 means that the server is
on.

The action set isA = [0,∞]. If action an = a is selected at the nth decision epoch,
it means that the next decision epoch is either t + a or the next arrival epoch, whatever
happens first. If there is no arrival during the interval [tn, tn + a] then the next decision
epoch is tn+1 = tn + a and the status of the server changes (from on to off and vice
versa) at tn+1 = tn + a and tn+1 becomes the next decision epoch. We observe that the
time between two decision epochs τ distributed like a ∧ ξλ, where ξλ is an exponential
random variable with the intensity λ.

If the state of the system at some decision epoch is s and an action a is selected
then the state of the system at the next decision epoch has the following representation:

s′ =
{ (
(w − ga)+, (1 − g)

)
, if τ = a;(

(w − gτ)+ + Y, g
)
, if τ < a;

where c+ = c ∨ 0 for any number c and Y has the service time distribution.
We have constructed an SMDP with the state space S, action set A; see [30] or [18]

for the definition of SMDPs with average rewards/costs per unit time. If an action a
is selected in state s, the sojourn time τ is distributed as a ∧ ξλ and the next state is
distributed as s′. A history of the process up to a decision epoch n = 0, 1, . . . is the
sequence t0, s0, a0, s1, . . . , tn, sn. A (possibly randomized) policy selects an action an at
a decision epoch and this selection may depend on the history. For each initial workload



OPTIMALITY OF D-POLICIES 359

W0 = w, for any initial state of the server g0 = g, and for any policy π , policy π defines
a stochastic sequence {sn, an, tn, n = 0, 1, . . .}, where t0 = 0 and tn+1 � tn. We denote
by Eπw,g the expectation operator for this process.

Now we define the workload Wt and the status of the server Gt at time t . We as-
sume that Wt and Gt are right-continuous functions and, if t � t∞, (Wt ,Gt ) is arbitrary,
sayWt = Gt = 0. For t < t∞ the workload isWt = (wn−gn(t− tn))+ for tn � t < tn+1

and the status of the server is Gt = gn for tn � t < tn+1.
We remark that it is possible that tn = tn+1 for some n = 0, 1, . . . . Function Gt

may have at most one jump at each point t including the point t = tn. However, the
sequence {gn, tn; n = 0, 1, . . .} may indicate multiple changes of the status of the server
at a single epoch.

Now we define the cost function. If at the nth decision epoch the workload is
wn = w, the state of the system is gn = g, and an action an = a is selected then the
cumulative cost during the interval [tn, tn + u], where 0 � u � tn+1 − tn, is

c(w, g, a, u) =
∫ u

0
h(Wtn+t ) dt + ruI {g = 1} +KgI {u = a}.

If t∞ < ∞ then on any interval [0, T ] with T > t∞ there is an infinite amount of
switchings. Since the cost of the sum of two consecutive switchings is K = K1 + K2,
the total cost over this interval is infinite. Therefore, the cumulative cost over the interval
[0, t] is

C(t) =
N(t)−1∑
n=0

c(wn, gn, an, tn+1 − tn)+ c(wN(t), gN(t), aN(t), t − tN(t)),

where N(t) is the number of decision epochs up to time t . We observe that C(t) = ∞
with probability 1 when N(t) = ∞. Using the original notations for the queue, we can
rewrite

C(t) =
∫ t

0

(
h(Ws)+ rI {Gs = 1}) dt +

N(t)∑
n=1

KgnI {gn 
= gn−1}. (2.1)

For any initial workload W0 = w, initial state of the server G0 = g, and for any
policy π , the average cost per unit time is defined as

v(w, g, π) = lim sup
t→∞

t−1Eπw,gC(t). (2.2)

A policy ϕ is called optimal if v(w, g, ϕ) � v(w, g, π) for any policy π , for
any w ∈ [0,∞), and for any g ∈ {0, 1}. A policy is called stationary if all decisions
are nonrandomized and depend only on the current state of the system. In view of the
definitions given above, a stationary policy ϕ is a D-policy if for any s = (w, g) ∈ S

ϕ(s) =
{ 0, if g = 0 and w � D,
w, if g = 1,
∞, otherwise.
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The following policy prescribes to switch the operating server off when the queue
becomes empty and to switch a non-operating server on when a customer arrives:

ϕ(s) =
{ 0, if g = 0 and w > 0,
w, if g = 1,
∞, otherwise.

The following policy always runs the server:

ϕ(s) =
{

0, if g = 0,
∞, if g = 1.

We formulate the main result of this paper.

Theorem 2.1. There exists an optimal policy. In addition, at least one of the following
two possibilities holds:

(i) there exists D > 0 such that the D-policy is optimal;

(ii) the policy that always keeps the server on is optimal.

In particular, if K0 + K1 < r/(λP {Y1 > 0}) then the second possibility is impossible
and a D-policy is optimal for some D > 0.

Remark 2.1. Theorem 2.1 implies that v(w, g, π) does not depend on (w, g) ∈ [0,∞)

×{0, 1} for an optimal policy π ; i.e. v(w, g, π) = v(π).

Remark 2.2. Formulas (2.1) and (2.2) imply that the objective function v(w, g, π) re-
mains the same if it costs (K0 + K1) to turn the server on and nothing to turn it off.
Therefore, without loss of generality, we assume throughout this paper that K0 > 0 and
K1 = 0. We shall use the notation K = K0.

3. Coupling arguments

In this section, we prove the following result.

Theorem 3.1. For any policy π there is a policy σ which has reduced or equal long run
expected average costs for all initial states (w, g), i.e. v(w, g, σ ) � v(w, g, π), and
which possesses the following two properties:

(i) σ does not allow the server to be turned off when the content is positive, and

(ii) σ does not allow the server to be turned on when the content is empty.

With Jt = ∑�t
i=1 Yi being the total work load arriving by time t , letM = sup{Jt−t |

t � 0}. Then it is well known (e.g., follows from [20, lemma 1, p. 72]) that M has the
limiting distribution of the workload process when there are no off times and the initial
state is zero. Thus, the minimal condition that is necessary in order that the expected long
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run average cost is finite for at least one policy is that Eh(M) < ∞. When h(x) � Cxk

for some k � 1, a sufficient condition for Eh(M) < ∞ is that EY k+1 < ∞, where
Y has the service time distribution (e.g., see [32, theorem 11, p. 423] and note that X+
there is bounded above by the service time). The assumptions that h is nondecreasing
and h(w) → ∞ as w → ∞ are important for the following statement.

Theorem 3.2. Assume that Eh(M) < ∞. Then, for any policy π having finite expected
long run average holding costs, i.e.

lim sup t−1Eπw,g

∫ t

0
h(Wt) dt < ∞,

we have that Eπw,gWt/t → 0 as t → ∞ for any initial w and g.

Proof. For simplicity, throughout this proof, we ignore the subscripts and superscript
in the expectation sign. We first prove this for the case where w = 0. Assume to the
contrary that there is a sequence {tn} for which EWtn � atn for all n for some a > 0.
We observe the following∫ 2tn

0
h(Wt) dt �

∫ 2tn

tn

h
(
Wtn − (t − tn)

)
dt = H(Wtn)−H(Wtn − tn), (3.1)

where H(w) = ∫ w
0 h(s) ds and the first inequality holds because this is what would be

obtained if from time tn to 2tn if we ignore all arrivals and force the system to be on.
Since h is nondecreasing and nonnegative then H is convex, nondecreasing and thus,
applying Jensen’s inequality

EH(Wtn) � H(EWtn) � H(atn). (3.2)

Therefore, if we show that EH(Wt − t)/t � B for some B < ∞ and all t , then

B + lim inf
n→∞

1

2tn

∫ 2tn

0
h(Wt) dt � lim

n→∞
H(atn)

2tn
= a

2
lim
w→∞ h(w) = ∞ (3.3)

contradicts the assumption that the expected long run average holding cost is finite.
In order to show that EH(Wt − t)/t is bounded in t , we first note that Wt � Jt for

every t (current content is less than or equal to cumulative input) and that the generator
of the Markov process {Jt − t | t � 0} is

Af (w) = λ
[
Ef (w + Y )− f (w)

] − f ′(w),

where f is continuously differentiable and Y is distributed like the jump size and is
independent of everything else. If Ye has the stationary forward recurrence time distrib-
ution of Y and is independent of everything else, then (EY )−1[Ef (w + Y )− f (w)] =
(EY )−1E

∫ Y
0 f

′(w + y) dy = Ef ′(w + Ye); see, e.g., formula (2.2) in [7] for the expla-
nation of the second equality. So, the generator can be rewritten as

Af (w) = ρEf ′(w + Ye)− f ′(w),
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where ρ = λEY . Thus, together with Dynkin’s formula and assuming for the moment
that h is continuous, we have that

EH(Wt − t)�EH(Jt − t) =
∫ t

0

[
ρEh(Js − s + Ye)− Eh(Js − s)

]
ds

� ρEh(M + Ye)t. (3.4)

Since FM(z) = ∑∞
n=0(1 − ρ)ρnF ∗n

Ye
(z) (distributional form of the Polaczeck–Khinchin

formula, for example, see [32, (18), p. 386]), then

ρFM+Ye (z) = ρFM ∗ FYe(z) = FM(z)− (1 − ρ)1[0,∞)(z).

Thus,

ρEh
(
M + Y e

) = Eh(M)− (1 − ρ)h(0) = Eh(M) (3.5)

and therefore EH(Wt − t)/t � Eh(M). So, we have proved that the function
EH(Wt − t)/t is bounded. If h is not continuous (recall that we assumed that it is
nondecreasing and right continuous) then we can approximate it from below by a non-
decreasing sequence of nondecreasing continuous functions. Therefore, by monotone
convergence EH(Wt − t)/t � Eh(M) without the continuity assumption.

To complete the proof, for some initial workload w and some policy π , let πw

be the policy which imitates π path by path, but is applied to the workload process
which starts from zero but otherwise has exactly the same input process and initial i.
If we denote Wπ

w,g(t) the process which starts from (w, g) and employs policy π and
Wπw

0,g the process which starts from (0, g) and employs policy πw, then it is clear that
Wπw

0,g (t) � Wπ
w,g(t) � w + Wπw

0,g (t). Thus, if Wπ
w,g(·) has finite expected long run

average holding costs, then so does Wπw

0,g (·) and thus Eπ
w

0,gW(t)/t → 0 as t → ∞. Since
w/t → 0 as t → ∞, the proof is complete. �

Corollary 3.1. For any policy for which the expected long run average cost is finite, the
expected long run fraction of time that the buffer content is not empty and the server is
on exists and is equal to ρ.

Proof. Note that if the expected long run average cost is finite, then in particular the
expected long run average holding cost is finite. Now, Wt = w + Jt − Bt where w
is the initial content, Jt is the cumulative input and Bt is the cumulative output. Since
EWt/t → 0, w/t → 0, EJt/t = ρ, and Bt = ∫ t

0 1{Wt > 0,Gt = 1} dt , the result is
immediate. �

Proof of theorem 3.1. Consider now an arbitrary policy π and assume that there is a
first time when the server is turned off when the buffer is not empty. We construct a
policy π ′′ that satisfy property (i). Modifying this policy, we denote by π ′ a policy for
which the server waits until the system is empty and then turns the server off. After that
the policy imitates π and turns the server on and off during the same instances. Clearly
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the resulting sample path using π will be above the one using π ′. Switching costs for π ′
are delayed (some may even be cancelled). Therefore the total holding and setup costs
up to any point in time t for policy π are higher than those for π ′. We now continue this
procedure. If there is a further time point where the server is turned on (both under π
and π ′) and the buffer content under π ′ at that point is positive, then we repeat the same
procedure. We continue this process indefinitely in order to obtain a policy π ′′ which
does not allow the server to be off when the content is positive. This is done path by
path. Clearly, the new policy has smaller or equal long run expected average holding
and switching costs than π .

Next let us change the running cost structure in such a way that at a point of an
arrival the server is charged for the running cost of that arrival in advance (r times the
jump size) rather then continuously when the server is on and serving this customer. At
times when the server is idling and is on we continue to accumulate costs as before. It is
easy to see that the difference between the total running costs up to any time point t of
the two schemes is rWt and thus, theorem 3.2 implies that for any policy for which the
long run expected average costs are finite, the long run expected average running costs
are identical.

We now combine the ideas from the last two paragraphs. We observe that any
epoch under policy π when the buffer content is zero, is also an epoch under policy π ′′
when the content is zero, since the sample path under π is above that under π ′′. If
other than for having the system on and idling, we charge running costs at points of
arrival, then we see that these costs for π and π ′′ are identical and thus the original long
run expected average running costs under π and π ′′ are the same. This implies that
policy π ′′ is superior to π .

Now we construct policy σ satisfying (i) and (ii). If π ′′ never prescribes to switch
the server on when the queue is empty, σ = π ′′. Otherwise, we modify policy π ′′ in
the following natural way. Instead of turning the server on when the queue is empty, it
turns the server on at the next arrival epoch when the workload becomes positive. The
policies π ′′ and σ define the same stochastic process Wt . At each epoch, the costs for σ
are less or equal than the costs for π ′′. Therefore, σ is not worse than π ′′ which is in its
turn is not worse than π . �

Thus, it suffices to focus on policies which never turn the server off unless the
system is empty and never turn the server on unless the system is non-empty.

4. Regenerative policies: optimal stopping time formulation

Here we consider policies under which the process becomes regenerative. A cycle for
such a process starts with an empty system when the server is switched off. The server is
turned on after τ units of time, where τ is a stopping time with respect to the information
accumulated only in the given cycle satisfying P [τ > 0] > 0. The cycle ends when the
system becomes empty for the first time after the server is turned on, at which time the



364 E.A. FEINBERG AND O. KELLA

server is turned off. Here we will actually consider somewhat more general processes
than the M/G/1 workload. We find it easier to use existing results this way.

With respect to some standard filtration, let J = {Jt | t � 0} be a nondecreas-
ing Lévy process with J0 = 0, EJ1 > 0, and let τ be a stopping time. Consider a
regenerative process of which the first cycle is of the form

Wτ
t =

{
Jt , if 0 � t � τ ;
Jt − β(t − τ), if τ < t � τ0;

(4.1)

where τ0 = inf{t | Jt − β(t − τ) = 0} and EJ1 < β. In the case considered in the
current paper, β = 1, but in general it may be any positive drift (= service rate). It is
known (see [17]) that the stationary distribution of such a process has the decomposition
Wτ = W +Zτ , whereW has the stationary distribution of the process Jt −βt − inf{0 �
s � t | Js − βs}, and the distribution of Zτ is defined via

Ef (Zτ ) = 1

Eτ
E

∫ τ

0
f (Js) ds (4.2)

for any measurable function for which the expectation is well defined (in particular
f (y) = I {y � x}). In this decomposition, W and Zτ are independent. Let h be some
nonnegative, nondecreasing, unbounded function and let K > 0 be a constant. We wish
to find a stopping time which minimizes the expected long run average cost, where h(x)
is the cost rate when the content level is x and K is the per-cycle fixed cost (e.g., for
turning the server on and off). Since for a given τ the cycle length is Eτ/(1 − ρ), where
ρ = EJ1/β, this cost is given by

Eh
(
Wτ

) + (1 − ρ)
K

Eτ
. (4.3)

Due to the decomposition, if we denote h∗(x) = Eh(W + x) then it is clear that

Eh
(
Wτ

) = Eh∗(Zτ ) = 1

Eτ
E

∫ τ

0
h∗(Js) ds. (4.4)

Thus, the long run average expected running cost is given by

E
∫ τ

0 h
∗(Js) ds + (1 − ρ)K

Eτ
. (4.5)

Lemma 4.1. For any stopping time τ such that P [τ > 0] > 0, there exists some
D-policy which performs at least as well.

Proof. Let

c = E
∫ τ

0 h
∗(Js) ds + (1 − ρ)K

Eτ
. (4.6)
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Then, since h∗(Js) � h∗(J0) = h∗(0), it is clear that c > h∗(0) and that

E

∫ τ

0

(
c − h∗(Js)

)
ds = (1 − ρ)K. (4.7)

Denote by σ (c) = inf{t | h∗(Jt ) � c}. Since h and thus h∗ is unbounded, D(c) =
inf{x | h∗(x) � c} is finite and σ (c) = inf{t | Jt � D(c)}, so that Eσ(c) < ∞ by
standard results for Lévy processes. It is clear that the maximum of

∫ t
0 (c− h∗(Js)) ds is

obtained for t = σ (c). Thus,

(1 − ρ)K = E

∫ τ

0

(
c − h∗(Js)

)
ds � E

∫ σ(c)

0

(
c − h∗(Js)

)
ds, (4.8)

which implies that

c �
E

∫ σ(c)
0 h∗(Js) ds + (1 − ρ)K

Eσ(c)
, (4.9)

and the proof is complete. �

Lemma 4.2. Let f (x) = E
∫ σ(x)

0 (x−h∗(Js)) ds. Then f is continuous, strictly increas-
ing and unbounded on [h∗(0),∞) with f (h∗(0)) = 0.

Proof. The fact that f (h∗(0)) = 0 is immediate. f is strictly increasing since for
h∗(0) � x < y

f (y)− f (x) � E

∫ σ(x)

0

(
y − h∗(Js)

)
ds − f (x) = (y − x)Eσ(x), (4.10)

noting that if x > h∗(0) then Eσ(x) > 0 and if x = h∗(0) then f (x) = 0 while
f (y) > 0.

To show that it is unbounded, note that for x � x0 > h
∗(0) we have that

f (x) � E

∫ σ(x0)

0

(
x − h∗(Js)

)
ds � Eσ(x0)(x − x0). (4.11)

Next, note that

σ (x+) = lim
ε↓0
σ (x + ε) = inf

ε>0
σ (x + ε) = inf

{
t | h∗(Jt ) > x

}
. (4.12)

Thus if σ (x) < σ(x+), then for σ (x) � s < σ(x+) we have that x = h∗(Js).
Therefore,

∫ σ(x+)
0 (x − h∗(Js)) ds = ∫ σ(x)

0 (x − h∗(Js)) ds. By definition, σ (x) is a left

continuous (random) function of x. Thus, so is Y (x) ≡ ∫ σ(x)
0 (x − h∗(Js)) ds. Since

we just showed that Y (x+) = Y (x) then Y is continuous. Finally, the continuity of
f (x) = EY(x) follows by dominated convergence, noting that for continuity at the
point x we choose an arbitrary x0 > x, so that that Y (x) � Y (x0) � x0σ (x0), where the
right side has a finite mean since for a nondecreasing Lévy process, the time to pass any
given positive threshold has a finite mean. �
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We note that the fact that f is continuous does not imply that the performance
function

p(x) ≡ E
∫ σ(x)

0 h∗(Js) ds + (1 − ρ)K

Eσ(x)

is continuous. For Jt which is compound Poisson with jumps having an arithmetic distri-
bution, p is actually discontinuous. For example, for theM/D/1 queue with h(w) = hw

(with the obvious abuse of the notation D), it is a straightforward exercise to show that

f (x) = hD

λ

[
α(x)

⌈
α(x)

⌉ − �α(x)�(�α(x)� − 1)

2

]
, (4.13)

for x � h∗(0) = (λD2/(2(1 − ρ)))h, where

α(x) = x

hD
− λD

2(1 − ρ)
.

The only potential discontinuities may occur for x such that α(x) is integer valued.
However, if α(x) = n then �α(x)� = n while �α(x+)� = n + 1 and it is easy to check
that

f (x) = f (x+) = hD

λ

n(n+ 1)

2
.

On the other hand, p(x) = x − f (x)/Eσ(x), and it can be shown that Eσ(x) =
�α(x)�/λ, so that p is clearly discontinuous.

Theorem 4.1. Let c be the unique solution of the equation f (x) = (1 − ρ)K. Then
D(c) = inf{x | h∗(x) � c} gives the minimal performance over all D-policies.

Proof. From the proof of lemma 4.1 it is evident that if (4.9) is satisfied, then

c �
E

∫ σ(c)
0 h∗(Js) ds + (1 − ρ)K

Eσ(c)
≡ c1 �

E
∫ σ(c1)

0 h∗(Js) ds + (1 − ρ)K

Eσ(c1)
. (4.14)

Denoting the right side by c2 and repeating this argument, we consequently obtain a
positive sequence c1 � c2 � · · ·, such that

cn+1 = E
∫ σ(cn)

0 h∗(Js) ds + (1 − ρ)K

Eσ(cn)
. (4.15)

Taking limits and denoting c∞ = limn→∞ cn, it follows by dominated convergence that

c∞ = E
∫ σ(c∞+)

0 h∗(Js) ds + (1 − ρ)K

Eσ(c∞+) , (4.16)

which is equivalent to f (c∞+) = (1 − ρ)K.
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Lemma 4.2 implies that f (c∞) = f (c∞+), thus f (c∞) = (1 − ρ)K, which is
equivalent to

c∞ = E
∫ σ(c∞)

0 h∗(Js) ds + (1 − ρ)K

Eσ(c∞)
. (4.17)

By lemma 4.2, c∞ is the unique solution of f (x) = (1 − ρ)K. Since the right
side is strictly positive, then necessarily σ (c∞) > 0. As inf{t | Jt � 0} = 0 and
σ (c∞) = inf{t | Jt � D(c∞)}, we must have that D(c∞) > 0. We emphasize this
since the possibility ofD(c∞) = 0 would create a technical nuisance. Note that this also
implies that necessarily c∞ > h∗(0).

To check the optimality of c∞, assume that for some c 
= c∞ we have that

E
∫ σ(c∞)

0 h∗(Js) ds + (1 − ρ)K

Eσ(c∞)
>
E

∫ σ(c)
0 h∗(Js) ds + (1 − ρ)K

Eσ(c)
. (4.18)

In this case, if we denote the right side by b1 we may, as before, create a sequence
b1 � b2 � · · · for which

bn+1 = E
∫ σ(bn)

0 h∗(Js) ds + (1 − ρ)K

Eσ(bn)
. (4.19)

The limit b∞ of this sequence is clearly strictly less than c∞, as the left side of (4.18)
is equal to c∞. However, because the same arguments for c∞ imply that b∞ must also
satisfy f (b∞) = (1 − ρ)K, we obtain a contradiction, as f is strictly increasing.

To complete the proof it should be shown that the minimal value c∞, or alterna-
tively the stopping time σ (c∞), can be achieved with a D-policy. As in the proof of
lemma 4.1, σ (c∞) = inf{t | Jt � D(c∞)} and the proof is completed. �

Explicit computation of the optimal D can be carried out only in simple special
cases, for example, when h is linear and the jump sizes are exponential or constant. In
other cases computing the optimal D can only be done numerically or by simulation.

5. Optimality of stationary policies

For a constant α > 0 we consider the expected total discounted costs

vα(w, g, π) = Eπw,g

∫ ∞

0
e−αtC(dt),

where w ∈ [0,∞), g ∈ {0, 1}, π is a policy, and C(t) is a nondecreasing (random) cost
function defined in (2.1). We also set

Vα(w, g) = inf
π
vα(w, g, π).

The following useful fact holds for any SMDP with nonnegative costs.
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Lemma 5.1. If

v(w, g, ϕ) � lim sup
α→0

αVα(w, g) (5.1)

then v(w, g, ϕ) � v(w, g, π) for any policy π . Therefore, if (5.1) holds for all (w, g) ∈
[0,∞)× {0, 1}, then ϕ is an optimal policy.

Proof. For arbitrary (w, g) and for an arbitrary policy π

v(w, g, ϕ) � lim sup
α→0

αVα(w, g) � lim sup
α→0

αvα(w, g, π) � v(w, g, π),

where the last inequality follows from Tauberian theorem [31, p. 181]. �

In general, the state of the system is S = [0,∞)× {0, 1} where the first coordinate
is the workload and the second coordinate is the state of the server. In view of the results
of section 3, there are only two situations when t should be considered as a decision
epoch: (i) t is an arrival epoch and the server is off, and (ii) t is an epoch when the
system becomes empty. If action a ∈ [0,∞] is chosen at a decision epoch t then the
state of the server will be switched at epoch (t + a) subject to the condition that there
were no new arrivals during the interval (t, t + a]. The controller then waits until the
next decision epoch. The controller does not make a decision to switch the status of the
server at an epoch that does not belong to (i) or (ii). At a decision epoch, the state of the
system is either (0, 1) or (w, 0), w > 0. The action sets in these states are A = [0,∞].
The corresponding SMDP with the objective function (2.2) describes our optimization
problem. Our immediate goal is to write the optimality equation for the discounted
version of this SMDP. Our next goal will be to show for the discounted problem that the
action set A = [0,∞] can be reduced to the set consisting of two actions: {0} and {∞}.

Let ξc be an exponential random variable with intensity c and Y be a nonnegative
random variable with the distribution of a workload in a batch. Then in state (w, 1),
w > 0, the sojourn time τ has the distribution of ξλ∧w, and the next state is (0, 1) when
τ = w and it has the distribution (w−τ +Y, 1) if τ < w. In state (0, 1) the sojourn time
has the distribution of ξλ ∧ a and the next state has the distribution of (Y, 1) if τ < a

and the next state is (0, 0) if τ = a. In state (w, 0), w � 0, the sojourn time has the
distribution of ξλ ∧ a and the next state has the distribution of (w + Y, 0) if τ < a and
the next state is (w, 1) if τ = a.

We write the optimality equation for the discounted SMDP. At each of the states
(0, 0) and (w, 1), w > 0, the action set is a singleton. Therefore,

Vα(0, 0) = λ

λ+ α
EVα(Y, 0) (5.2)

and for w > 0 (we recall that h(w) = 0 when w � 0)

Vα(w, 1)=E
∫ w∧ξλ

0
e−αth(w − t) dt + rE

∫ w∧ξλ

0
e−αt dt

+ Ee−αξλVα(w − ξλ + Y, 1)1{ξλ < w} + Ee−αwVα(0, 1)1{ξλ � w}
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= Eh(w − ξλ+α)+ (1 − e−(λ+α)w)r
λ+ α

+ λ

λ+ α
EVα(w − ξλ+α + Y, 1)1{ξλ+α < w} + e−(λ+α)wVα(0, 1). (5.3)

At state (0, 1) we have

Vα(0, 1)= min
0�a�∞

{
rE

∫ a∧ξλ

0
e−αt dt + Ee−αξλVα(Y, 1)1{ξλ < a}

+ Ee−αaVα(0, 0)1{ξλ � a}
}

= min
0�a�∞

{(
1 − e−(λ+α)a)r + λEVα(Y, 1)

λ+ α
+ e−(λ+α)aVα(0, 0)

}

= min
0�γ�1

{
(1 − γ )

r + λEVα(Y, 1)

λ+ α
+ γ Vα(0, 0)

}

= min

{
r + λEVα(Y, 1)

λ+ α
, Vα(0, 0)

}
. (5.4)

At states (w, 0), w > 0,

Vα(w, 0)= min
0�a�∞

{
h(w)E

∫ a∧ξλ

0
e−αt dt + Ee−αξλVα(w + Y, 0)1{ξλ < a}

+ E
{
e−αa[K + Vα(w, 1)

]
1{ξλ � a}}}

= min
0�a�∞

{(
1 − e−(λ+α)a)h(w)+ λEVα(w + Y, 0)

λ+ α

+ e−(λ+α)a[K + Vα(w, 1)
]}

= min

{
h(w)+ λEVα(w + Y, 0)

λ+ α
,K + Vα(w, 1)

}
. (5.5)

Since our goal is to minimize the expected total nonnegative costs, we deal with
a negative dynamic programming [27]. Formulas (5.2)–(5.5) imply that the discounted
problem with the action sets A = [0,∞] can be reduced to the problem with the action
sets consisting at most of two points 0 and ∞. According to these formulas, selecting a
switching point a ∈ (0,∞) is equivalent to selecting a randomized action; see [10,11]
for general results of this type for continuous-time MDPs and [14,15] for particular
queueing applications.

By theorem 9.1(b) in [27], for the reduced problems (with at most two actions)
there exists a stationary optimal policy; see also [8, section 6.3] where a generalization of
negative programming programs, a so-called bounded above model, was studied. As was
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noticed in the previous paragraph, this policy is optimal policy for the original problem
with the objective function Vα.

So, we have reduced the action sets A to {0,∞}. It means that the only two situa-
tions when we select actions are: (i) arrivals epochs when the workload is positive and
the system is off, and (ii) the system is on and the workload reaches 0. In case (i), the
decision 0 means that the controller switches the server on and the decision ∞ means
that the controller keeps the server off until the next arrival. In case (ii), the decision 0
means that the controller switches the server off when the workload reaches the level 0
and the decision ∞ means that the controller keeps the server running until the next
arrival (and, in fact, the server will be on until the queue becomes empty again).

Since the action set is finite, the objective function can be calculated by value
iterations [27, theorem 9.1(a)]. In other words, let V 0

α (w, g) = 0 for allw � 0 and for all
g = 0, 1. If V nα is defined for some n = 0, 1, . . . ,we consider V n+1

α defined by equations
(5.2)–(5.5) when Vα is substituted with V nα in the right-hand side of these equations. The
value iteration procedure implies that V nα (w, g) ↘ Vα(w, g) as n → ∞ for all w and g.
The standard monotonicity arguments imply by induction that all functions V nα (w, g) are
nondecreasing in w. The convergence implies that Vα(w, g) is nondecreasing in w too.
These facts are summarized in the following lemma.

Lemma 5.2. Consider an arbitrary α > 0. Then any stationary policy that minimizes
the right-hand side of equations (5.4), (5.5) is optimal for the discounted criterion Vα .
Such an optimal policy may change the status of the server only in the following two
situations (i) if at an arrival epoch or at t = 0 the server is off, the server may be
switched on; (ii) when the queue becomes empty or at t = 0, if the system is empty and
the server is on in the beginning, the server can be turned on. The function Vα(w, g) is
nondecreasing in w.

If

Vα(0, 0) <
r + λEVα(Y, 1)

λ+ α
, (5.6)

(5.4) implies that any stationary optimal policy prescribes to shut the server off at state
(0, 1). Otherwise, there exists an optimal policy that never shuts the server off.

Lemma 5.3. Let there be no α∗ ∈ (0, 1) such that (5.6) holds for all α ∈ (0, α∗]. Then
the policy, that always keeps the server on, is optimal for the average cost per unit time
criterion v.

Proof. Let ϕ be a stationary policy that always runs the server. We denote by ϕα a
stationary optimal policy for the criterion Vα . Let αn ↗ 1 and (5.6) does not hold for
α = αn. If the right-hand side of (5.6) is strictly less than the left-hand side when
α = αn, the policy ϕαn never shuts the running server off. Otherwise, in the case of the
equality, we select an optimal policy ϕαn that never shuts the running server off.
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Then v(w, 1, ϕ) = v(w, 1, ϕαn) and Vα(w, 1, ϕ) = Vα(w, 1, ϕαn). Thus

v(w, 1, ϕ)= r + lim
t→∞ t

−1E
ϕ

w,1

∫ t

0
h(Ws) ds

= lim
n→∞ αnVαn(w, 1, ϕ)

� lim sup
α→0

αVα(w, 1), (5.7)

where the first equality holds because, by regenerative theory, the limit on its right side
exists and is equal to Eϕ0,1h(M) (see the second paragraph of section 3 for the definition
of M), the second one follows from Tauberian theorem, and the inequality follows from
the optimality of the policy ϕ for the criteria Vαn .

For the policy ϕ, which prescribes to keep the server on all the time, the difference
for any finite interval [0, t], between the total reward over this interval for the initial
states (w, 0) and (w, 1) is K. Therefore, formulas (5.7) hold if an initial state (w, 1) is
substituted with (w, 0). �

Lemma 5.4. Let there exist α∗ ∈ (0, 1) such that (5.6) holds for all α ∈ (0, α∗]. Then
for the average cost per unit time criterion v there exists a stationary optimal policy.

Proof. Let ϕα be a stationary optimal policy for the discounted costs Vα . From (5.2),
(5.4), and (5.6), we have that an optimal policy always shuts the server off in state (0,1)
and

Vα(0, 1) = λ

λ+ α
EVα(Y, 0). (5.8)

Therefore, the decision maker makes decisions only in states (w, 0), w > 0, whether to
turn the server on or not. The decision epochs are only the arrival epochs and t = 0. Of
course, t = 0 is a decision epoch only if W0 > 0 and G0 = 0.

In view of (5.8) and e−(λ+α)w = E1{ξλ+α � w}, we rewrite (5.3) as

Vα(w, 1)= Eh(w − ξλ+α)+ r(1 − e−(λ+α)w)
λ+ α

+ λ

λ+ α
EVα

(
(w − ξλ+α)+ + Y,1{ξλ+α < w}). (5.9)

By substituting Vα(w, 1) with (5.9) in (5.4), we get the equations for a discrete-time
discounted MDP with the discount factor λ/(λ+ α).

More specifically, for a positive number γ let

cγ (w, 1) = γ −1[(1 − e−γw)
r + Eh(w − ξγ )

]
,

cγ (w, 0, off) = γ −1h(w),
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and

cγ (w, 0, on) = K + cγ (w, 1).

The optimality equations for this discrete-time discounted MDP is presented by (5.2),
(5.8), and by

Vα(w, 1)= cλ+α(w, 1)+ λ

λ+ α
EVα

(
(w − ξλ+α)+ + Y,1{ξλ+α < w}), (5.10)

Vα(w, 0)= min

{
cλ+α(w, 0, off)+ λ

λ+ α
EVα(w + Y, 0),

cλ+α(w, 0, on)+ λ

λ+αEVα
(
(w+ ξλ+α)+ +Y,1{ξλ+α <w})}. (5.11)

For a fixed α, equations (5.2), (5.8), (5.10), and (5.11) form an optimality equation
for a discounted MDP with the discount factor λ/(λ+α). However, as we see from (5.10)
and (5.11), with the change of the discount factor, the transition probabilities change too.
This is a generic fact for the reduction of discounted SMDPs to MDPs which takes place
when transition probabilities depend on sojourn times; see [12] for details.

To avoid this obstacle and to apply available results for uncountable MDPs
(see [23]), we modify a little bit the expected discounted rewards in a way that tran-
sition probabilities would not depend on sojourn times.

Let ξα be an exponential random value independent on any events associated with
the queue. Then for any policy π

vα(w, g, π) = Eπw,gC(ξα).

Let T0 = 0 and let T1, T2, . . . be arrival epochs. The decision maker sequentially
observes the queue at these epochs and, if the server is off and the queue is not empty,
he decides whether to turn the server on or not. Let N(t) = max{n � 0 | Tn � t}. We
define

v α(w, g, π) = Eπw,gC(TN(ξα)).

Obviously,

v α(w, g, π) � vα(w, g, π). (5.12)

Consider the above SMDP with the objective functions vα replaced with v α . Let V α be
the value function for the new objective functions. Then (5.12) implies that

V α(w, g) � Vα(w, g). (5.13)

The SMDP for the modified problem is similar to the SMDP for the problem with
the objective function vα but the costs and transition functions are slightly different.
Optimality equations for V α can be derived in a way similar to the optimality equations
for Vα. The equations in states (0,0) and (0,1) coincide with (5.2) and (5.8) with the only
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difference that Vα should be replaced with V α. The equations for states (w, g), w > 0,
are similar to (5.10) and (5.11), respectively,

V α(w, 1)= λ

λ+ α
cλ(w, 1)+ λ

λ+ α
EV α

(
(w − ξλ)

+ + Y,1{ξλ < w}), (5.14)

V α(w, 0)= min

{
λ

λ+ α
cλ(w, 0, off)+ λ

λ+ α
EV α(w + Y, 0),

λ

λ+ α
cλ(w, 0, on)+ λ

λ+ α
EV α

(
(w − ξλ)

+ + Y,1{ξλ < w})}.
(5.15)

We also define

v̄α(w, g, π) = λ+ α

λ
v α(w, g, π) and V α(w, g) = λ+ α

λ
V α(w, g).

Then the optimality equations for V are similar to the equations for V . In particular,
in states (0,0) and (0,1) equations (5.2) and (5.8) hold with Vα replaced by V α. The
equations for states (w, g), w > 0, are similar to (5.14) and (5.15), respectively,

V α(w, 1)= cλ(w, 1)+ λ

λ+ α
EV α

(
(w − ξλ)

+ + Y,1{ξλ < w}), (5.16)

V α(w, 0)= min

{
cλ(w, 0, off)+ λ

λ+ α
EV α(w + Y, 0),

cλ(w, 0, on)+ λ

λ+ α
EV α

(
(w − ξλ)

+ + Y,1{ξλ < w})}. (5.17)

Similarly to the criterion Vα , value iterations, applied to the optimality equations
for V α and V α , respectively, imply that the function V α(w, g) and V α(w, g) are non-
increasing in w. Since as soon as the workload becomes equal 0, the server is switched
off, we have that V α(w, g) � V α(0, 0) for any state (w, g).

For the criterion v̄α , the optimality equations are in fact optimality equations for a
discrete time MDP with the discount factor λ/(λ+ α).

With a slight abuse of notations for E, wn, gn, and an, we define average reward
costs per step for the Markov decision process with cost functions

v̄(w, g, π) = lim sup
N→∞

N−1Eπ(w,g)

N−1∑
n=0

cλ(wn, gn, an). (5.18)

In terms of the queue,

v̄(w, g, π) = lim sup
n→∞

n−1Eπ(w,g)

∫ Tn

0
C(dt). (5.19)

Theorem 3.8 in [23] implies that if for all states (w, g)

sup
α>0

{
V α(w, g)− V α(0, 0)

}
< ∞ (5.20)
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then the following statements hold:

(a) for criterion v̄ there exists a stationary optimal policy ϕ;

(b) v̄(w, g, ϕ) is a constant which we denote by v̄(ϕ);

(c) v̄(ϕ) = limα→0(1 − λ/(λ + α))V α(w, g) = limα→0 αV α(w, g)/λ for any state
(w, g).

The definition of V α and the inequality K + V α(w, 1) � V α(w, 0) imply that, in
order to verify (5.20), it is sufficient to check that for all w > 0

sup
α>0

{
V α(w, 1)− V α(0, 0)

}
< ∞. (5.21)

Let τ = inf{t � 0 | Wt = 0}. If the server is on at t = 0, it is on until epoch τ .
At epoch τ the server is switched off and 0 cost is incurred between this epoch and next
arrival. Therefore,

V α(w, 1) = E(w,1)

[∫ τ∧TN(ξα)

0
h(Wt) dt + 1{τ > TN(ξα)}V α(0, 0)

]
,

where E(w,1) means the expectation for the queue when the server is always on and the
initial workload is w. This equality implies

V α(w, 1)− V α(0, 0) � E(w,1)

∫ τ

0
h(Wt) dt. (5.22)

We set u(w) = E(w,1)[
∫ τ

0 h(Wt) dt]. Thus, in order to prove (5.21), we should
prove that u(w) < ∞. Since, in order to get from some level x to 0, the workload should
pass any intermediate point in the interval (0;w), the function u(w) is nondecreasing in
w. Therefore, if u(w) = ∞ then u(z) = ∞ for any z > w. For any policy π , the
expected total costs per unit time are greater or equal than the expected holding costs for
a policy that always runs the server. The renewal theorem implies that for this policy,
the expected holding costs per unit time are not less that pwu(w)/C, where pw > 0 is
the probability that the workload reaches or exceeds level x and C is the expected cycle
time. Therefore, if u(w) = ∞ for some w, the expected average costs are equal to ∞
for all policies. Therefore, u(w) < ∞ for all w and (5.21) holds.

Let ϕ be the stationary policy described in (a)–(c). We have that

v̄(ϕ) = lim
α→0

αV α(w, g)

λ
= lim

α→0

αV α(w, g)

λ
� lim sup

α→0
αVα(w, g).

From (5.19) and regenerative theory

v(w, g, ϕ) = λv̄(w, g, ϕ).

To see this we note that the process under the stationary policy is regenerative. The cost
per cycle is the same whether we are accumulating it continuously or at arrival epochs.
For the continuous time process we divide this cost by the expected regeneration time,
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while for the process embedded at arrival epochs we divide it by the number of arrivals
in a cycle. By Wald’s identity the ratio between the first and the second is 1/λ (expected
interarrival time) and thus, λ is the ratio between the corresponding long run average
costs.

Therefore, the stationary policy ϕ satisfies the conditions of lemma 5.1 and so it is
optimal. �

6. Proof of theorem 2.1

The proof summarizes the results of sections 3–5. In section 3 it is shown that a control
policy should not switch the running server off if the workload is positive and should
not switch the non-operating server on if the queue is empty. We study regenerative
policies governed by stopping times in section 4. Lemma 4.1 states that for any such a
regenerative policy there exists a threshold policy with the same or better performance.
A stationary policy that prescribes to switch the server off when the system becomes
empty is clearly such a regenerative policy.

In section 5 we prove that there exists a stationary policy which is optimal among
all policies. According to lemmas 5.3 and 5.4, this policy either always keeps the server
on or switches the server off when the queue becomes empty. In the latter case, this
policy is regenerative and therefore, in view of lemma 4.1, a D-policy is optimal for
some threshold D.

If K0 + K1 < r/(λP {Y1 > 0}), the policy that switches the server off when the
queue becomes empty and switches it on at the next arrival epoch when the workload
becomes positive, outperforms the policy that keeps the server always on. Therefore, a
D-policy is optimal in this case for some D > 0.
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