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SUMMARY
Preconditioned Krylov subspace (KSP) methods are widely used for solving large and sparse linear
systems arising from PDE discretizations. For modern applications, these linear systems are often
nonsymmetric due to the nature of the PDEs, jump conditions, or discretization methods. While some
preconditioned KSP methods are readily available, it is often unclear to users which methods are the
best for different classes of problems. In this work, we present a systematic comparison of some KSP
methods, including GMRES, TFQMR, BiCGSTAB, and QMRCGSTAB, coupled with three classes
of preconditioners, namely Gauss-Seidel, incomplete LU factorization (including ILUT, ILUTP and
multilevel ILU), and algebraic multigrid (including classical AMG and smoothed aggregation). We
assess these methods using nonsymmetric linear systems from PDE discretization in 2D and 3D with
up to 107 unknowns. We compare the convergence and runtimes and assess the asymptotic complexity
of these methods with respect to the number of unknowns. Our results show that GMRES tends to
deliver the best performance when coupled with AMG preconditioners, but it is often less competitive
due to restarts when using a less effective preconditioner. We observe that the classical AMG with
proper choice of coarsening and interpolation techniques delivers better performance than smoothed
aggregation, but both methods may fail for saddle-point problems while ILUTP and multilevel ILU
succeed. We also show that right preconditioning is more reliable than left preconditioning. This study
helps establish some practical guidelines for choosing preconditioned KSP methods and motivates the
further development of more effective multigrid preconditioners. Copyright c 2017 John Wiley &
Sons, Ltd.
Received . . .
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1. INTRODUCTION
Preconditioned Krylov subspace (KSP) methods are widely used for solving large sparse linear
systems, especially those arising from discretizations of partial differential equations (PDEs).
For most modern applications, these linear systems are nonsymmetric due to various reasons,
such as the multiphysics nature of the PDEs, some sophisticated boundary or jump conditions,
or the discretization methods themselves. Although for symmetric systems, conjugate gradient
(CG) [1] and MINRES [2] are widely recognized as the best KSP methods [3], the situation is
far less clear for nonsymmetric systems. Various KSP methods have been developed, such
as GMRES [4], CGS [5], QMR [6], TFQMR [7], BiCGSTAB [8], QMRCGSTAB [9], etc.
Most of these methods are described in detail in textbooks such as [10, 11, 12], and their
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implementations are readily available in software packages such as PETSc [13] and MATLAB
[14]. However, each of these methods has its advantages and disadvantages. Therefore, it
is difficult for practitioners to choose the proper methods for their specific applications.
Moreover, a KSP method may perform well with one preconditioner but poorly with another
preconditioner. As a result, users often spend a significant amount of time on trial and error to
find a reasonable combination of the KSP solvers and preconditioners, and yet the final choice
may still be far from optimal. Therefore, a systematic comparison of the preconditioned KSP
methods is an important subject.
In the literature, various comparisons of KSP methods have been reported previously. In
[15], Nachtigal, Reddy, and Trefethen presented some theoretical analysis and comparison
of the convergence properties of CGN, GMRES, and CGS, which were the leading methods
for nonsymmetric systems in the early 1990s. They showed that the convergence of CGN is
governed by singular values, whereas that of GMRES and CGS by eigenvalues and pseudoeigenvalues, and each of these methods may significantly outperform the others for different
matrices. Their work did not consider preconditioners. The work is also outdated because
newer methods have been introduced since then, which are superior to CGN and CGS.
In Saad’s textbook [11], some comparisons of various KSP methods, including GMRES,
BiCGSTAB, QMR, and TFQMR, were given in terms of computational cost and storage
requirements. The importance of preconditioners was emphasized, but no detailed comparison
for the different combinations of the KSP methods and preconditioners was given. The same is
also true for other textbooks, such as [12]. In terms of empirical comparison, Meister reported a
comparison of a few preconditioned KSP methods for several inviscid and viscous flow problems
[16]. His study focused on incomplete LU factorization as the preconditioner. Benzi and
coworkers [17, 18] also compared a number of preconditioners, also with a focus on incomplete
factorization and their block variants. What are notably missing in these previous studies
include the more advanced ILU preconditioners (such as [19, 20]) and multigrid preconditioners,
which have advanced significantly in recent years.
The goal of this work is to perform a systematic comparison and in turn establish some
practical guidelines in choosing the best combinations of the preconditioned KSP solvers. Our
study is similar to the recent work of Feng and Saunders in [3], which compared CG and
MINRES for symmetric systems. However, we focus on nonsymmetric systems with a heavier
emphasis on preconditioners. We consider four KSP solvers, GMRES, TFQMR, BiCGSTAB
and QMRCGSTAB. Among these, the latter three enjoy three-term recurrences. We also
consider three classes of preconditioners, namely Gauss-Seidel, incomplete LU factorization
(including ILUT, ILUTP and multilevel ILU), and algebraic multigrid (including classical
AMG and smoothed aggregation). Each of these KSP methods and preconditioners has its
advantages and disadvantages, so theoretical analysis alone is insufficient in establishing their
suitability for different types of problems. We compare the methods empirically in terms
of convergence and timing results for linear systems, which we constructed from various
numerical discretization methods for PDEs in both 2D and 3D. The sizes of these linear
systems range from 105 to 107 unknowns, which are typical of modern industrial applications,
and are much larger than most benchmark problems in previous studies. We also assess the
asymptotic time complexity of different preconditioned KSP solvers with respect to the number
of unknowns. To the best of our knowledge, this is the most comprehensive comparison of
the preconditioned KSP solvers to date for large, sparse, nonsymmetric linear systems. Our
results also show that classical AMG (in particular, BoomerAMG in HYPRE [21]) with proper
choice of coarsening techniques delivers better performance and exhibits better scalability
than smoothed-aggregation AMG (in particular, its implementation in ML [22]). However,
both AMG methods may fail for some cases, especially for saddle-point-like problems, which
have many zeros diagonal entries, while ILUTP and multilevel ILU succeed. We also observed
that right preconditioning is, in general, more reliable than left preconditioning for large-scale
systems. Our results help establish some practical guidelines for choosing preconditioned KSP
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methods. They also motivate the further development of more effective, scalable, and robust
multigrid preconditioners.
The remainder of the paper is organized as follows. In Section 2, we review some
background knowledge of KSP methods and preconditioners, and compare these KSP methods
in terms of their Krylov subspaces and the iteration procedures in computing their basis
vectors. In Section 3, we outline a few KSP methods and compare their main properties
regarding asymptotic convergence, the number of operations per iteration, and the storage
requirement. This theoretical background will help us predict the relative performance of
the various methods and interpret the numerical results. In Section 4, we summarize some
PDE discretization methods, from which we construct a collection of large-scale nonsymmetric
linear systems as benchmark problems. In Section 5, we present numerical comparisons of the
preconditioned KSP methods. Finally, Section 6 concludes the paper with a discussion on
future work.

2. BACKGROUND
In this section, we give a general overview of Krylov subspace methods and preconditioners
for solving a linear system
Ax = b,
(1)
where A ∈ Rn×n is large, sparse and nonsymmetric, and b ∈ Rn . We consider only real
matrices, because they are more common in applications. However, all the methods are
applicable to complex matrices, by replacing the matrix transposes with the conjugate
transposes. We focus on the Krylov subspaces and the procedure in constructing the basis
vectors of the subspaces, which are often the determining factors in the overall performance
of different types of KSP methods. We defer more detailed discussions and analysis of the
individual methods to Section 3.
2.1. Krylov Subspaces
Given a matrix A ∈ Rn×n and a vector v ∈ Rn , the kth Krylov subspace generated by them,
denoted by Kk (A, v), is given by
Kk (A, v) = span{v, Av, A2 v, . . . , Ak−1 v}.

(2)

To solve the linear system (1), let x0 be some initial guess to the solution, and r 0 = b − Ax0
is the initial residual vector. A Krylov subspace method incrementally finds approximate
solutions within Kk (A, v), sometimes through the aid of another Krylov subspace Kk (AT , w),
where v and w typically depend on r 0 . To construct the basis of the subspace K(A, v),
two procedures are commonly used: the (restarted) Arnoldi iteration [23], and the bi-Lanczos
iteration [24, 12] (a.k.a. Lanczos biorthogonalization [11] or tridiagonal biorthogonalization
[25]).
2.1.1. The Arnoldi Iteration. The Arnoldi iteration is a procedure for constructing orthogonal
basis of the Krylov subspace K(A, v). Starting from a unit vector q 1 = v/kvk, it iteratively
constructs
Qk+1 = [q 1 | q 2 | · · · | q k | q k+1 ]
(3)
with orthonormal columns by solving
hk+1,k q k+1 = Aq k − h1k q 1 − · · · − hkk q k ,

(4)

where hij = q Ti Aq j for j ≤ i, and hk+1,k = kAq k − h1k q 1 − · · · − hkk q k k, i.e., the norm of the
right-hand side of (4). This is analogous to Gram-Schmidt orthogonalization. If Kk 6= Kk−1 ,
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then the columns of Qk form an orthonormal basis of Kk (A, v), and
AQk = Qk+1 H̃ k ,

(5)

where H̃ k is a (k + 1) × k upper Hessenberg matrix, whose entries hij are those in (4) for
i ≤ j + 1, and hij = 0 for i > j + 1.
The KSP method GMRES [4] is based on the Arnoldi iteration, with v = r 0 . If A is
symmetric, the Hessenberg matrix H̃ k reduces to a tridiagonal matrix, and the Arnoldi
iteration reduces to the Lanczos iteration. The Lanczos iteration enjoys a three-term
recurrence. In contrast, the Arnoldi iteration has a k-term recurrence, so its computational
cost increases as k increases. For this reason, one almost always need to restart the Arnoldi
iteration in practice (e.g., after every 30 iterations) to build a new Krylov subspace from v = r k
at restart. Unfortunately, the restart may undermine the convergence of the KSP methods [4].
2.1.2. The Bi-Lanczos Iteration. The bi-Lanczos iteration, also known as Lanczos
biorthogonalization or tridiagonal biorthogonalization, offers an alternative for constructing the
basis of the Krylov subspaces of K(A, v). Unlike Arnoldi iterations, the bi-Lanczos iterations
enjoy a three-term recurrence. However, the basis will no longer be orthogonal, and we need
to use two matrix-vector multiplications per iteration, instead of just one.
The bi-Lanczos iterations can be described as follows. Starting from the vector v 1 = v/kvk,
we iteratively construct
V k+1 = [v 1 | v 2 | · · · | v k | v k+1 ],
(6)
by solving
βk v k+1 = Av k − γk−1 v k−1 − αk v k ,

(7)

analogous to (4). If Kk 6= Kk−1 , then the columns of V k form a basis of Kk (A, v), and
AV k = V k+1 T̃ k ,

(8)

where


α1
 β1



T̃ k = 




γ1
α2
β2


γ2
α3
..
.

..

.

..

.

βk−1







γk−1 

αk
βk

(9)

is a (k + 1) × k tridiagonal matrix. To determine the αi and γi , we construct another Krylov
subspace K(AT , w), whose basis is given by the column vectors of
W k+1 = [w1 | w2 | · · · | wk | wk+1 ],

(10)

subject to the biorthogonality condition
W Tk+1 V k+1 = V Tk+1 W k+1 = I k+1 .

(11)

W Tk+1 AV k = W Tk+1 V k+1 T̃ k = T̃ k ,

(12)

αk = wTk Av k .

(13)

Since
it then follows that
−T

Suppose V = V n and W = W n = V
form complete basis vectors of Kn (A, v) and
Kn (AT , w), respectively. Let T = V −1 AV and S = T T . Then,
W −1 AT W = V T AT V −T = T T = S,
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Table I. Comparisons of KSP methods based on Krylov subspaces and iteration procedures.
Matrix-Vector Prod.
AT
A

Method

Iteration

GMRES [4]

Arnoldi

0

1

bi-Lanczos

1

1

transpose-free
bi-Lanczos 1
transpose-free
bi-Lanczos 2

0

2

BiCG [26]
QMR [6]

CGS [5]
TFQMR [7]
BiCGSTAB [8]
QMRCGSTAB [9]

Recurrence
k

3

and
AT W k = W k+1 S̃ k ,

(15)

where S̃ k is the leading (k + 1) × k submatrix of S. Therefore,
γk wk+1 = AT wk − βk−1 wk−1 − αk wk .

(16)

Starting from v 1 and w1 with v T1 w1 = 1, and let β0 = γ0 = 1 and v 0 = w0 = 0. Then, αk is
uniquely determined by (13), and βk and γk are determined by (7) and (16) by up to scalar
factors, subject to v Tk+1 wk+1 = 1. A typical choice is to scale the right-hand sides of (7) and
(16) by scalars of the same modulus [11, p. 230].
If A is symmetric and v 1 = w1 = v/kvk, then the bi-Lanczos iteration reduces to the
classical Lanczos iteration for symmetric matrices. Therefore, it can be viewed as a different
generalization of the Lanczos iteration to nonsymmetric matrices. Unlike the Arnoldi iteration,
the cost of bi-Lanczos iteration is fixed per iteration, which may be advantageous in some cases.
Some KSP methods, in particular BiCG [26] and QMR [6], are based on bi-Lanczos iterations.
A potential issue of bi-Lanczos iteration is that it can suffer from breakdown if v Tk+1 wk+1 = 0
or near breakdown if v Tk+1 wk+1 ≈ 0. These can be resolved by a look-ahead strategy to build
a block-tridiagonal matrix T . Fortunately, breakdowns are rare in practice, so look-ahead is
rarely implemented.
A disadvantage of the bi-Lanczos iteration is that it requires the multiplication with AT .
Although AT is in principle available in most applications, multiplication with AT leads to
additional difficulties in performance optimization and preconditioning. Fortunately, in biLanczos iteration, V k can be computed without forming W k and vice versa. This observation
leads to the transpose-free variants of the KSP methods, such as TFQMR [7], which is a
transpose-free variant of QMR, and CGS [5], which is a transpose-free variant of BiCG. Two
other examples include BiCGSTAB [8], which is more stable than CGS, and QMRCGSTAB
[9], which is a hybrid of QMR and BiCGSTAB, with smoother convergence than BiCGSTAB.
These transpose-free methods enjoy three-term recurrences and require two multiplications
with A per iteration. Note that there is not a unique transpose-free bi-Lanczos iteration. There
are primarily two types, used by CGS and QMR, and by BiCGSTAB and QMRCGSTAB,
respectively. We will address them in more detail in Section 3.
2.1.3. Comparison of the Iteration Procedures. Both the Arnoldi iteration and the bi-Lanczos
iteration are based on the Krylov subspace K(A, r 0 ). However, these iteration procedures
have very different properties, which are inherited by their corresponding KSP methods, as
summarized in Table I. These properties, for the most part, determine the cost per iteration of
the KSP methods. For KSP methods based on the Arnoldi iteration, at the kth iteration the
residual r k = Pk (A)r 0 for some degree-k polynomial Pk , so the asymptotic convergence rates
primarily depend on the eigenvalues and the generalized eigenvectors in the Jordan form of
A [15, 11]. For methods based on transpose-free bi-Lanczos, in general r k = P̂k (A)r 0 , where
P̂k is a polynomial of degree 2k. Therefore, the convergence of these methods also depend on
Copyright c 2017 John Wiley & Sons, Ltd.
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the eigenvalues and generalized eigenvectors of A, but at different asymptotic rates. Typically,
the reduction of error in one iteration of a bi-Lanczos-based KSP method is approximately
equal to that of two iterations in an Arnoldi-based KSP method. Since the Arnoldi iteration
requires only one matrix-vector multiplication per iteration, compared to two per iteration for
the bi-Lanczos iteration, the costs of different KSP methods are comparable in terms of the
number of matrix-vector multiplications.
Theoretically, the Arnoldi iteration is more robust because of its use of orthogonal basis,
whereas the bi-Lanczos iteration may breakdown if v Tk+1 wk+1 = 0. However, the Arnoldi
iteration typically requires restarts, which can undermine convergence. In general, if the
iteration count is small compared to the average number of nonzeros per row, the methods
based on the Arnoldi iteration may be more efficient; if the iteration count is large, the cost of
orthogonalization in Arnoldi iteration may become higher than that of bi-Lanczos iteration.
For these reasons, conflicting results are often reported in the literature. However, the apparent
disadvantages of each KSP method may be overcome by effective preconditioners: For Arnoldi
iterations, if the KSP method converges before restart is needed, then it may be the most
effective method; for bi-Lanczos iterations, if the KSP method converges before any breakdown,
it is typically more robust than the methods based on restarted Arnoldi iterations. We will
review the preconditioners in the next subsection.
Note that some KSP methods use a Krylov subspace other than K(A, r 0 ). The most notable
examples are LSQR [27] and LSMR [28], which use the Krylov subspace K(AT A, AT r 0 ). These
methods are mathematically equivalent to applying CG or MINRES to the normal equation,
respectively, but with better numerical properties. An advantage of these methods is that
they are applicable to least squares systems without modification. However, they are not
transpose-free, they tend to converge slowly for square linear systems, and they require special
preconditioners. For these reasons, we do not include them in this study.
2.2. Preconditioners
The convergence of KSP methods can be improved significantly by the use of preconditioners.
Various preconditioners have been proposed for Krylov subspace methods over the past few
decades. It is virtually impossible to consider all of them. For this comparative study, we focus
on three classes of preconditioners, which are representative of the state of the art: GaussSeidel, incomplete LU factorization, and algebraic multigrid.
2.2.1. Left versus Right Preconditioning. Roughly speaking, a preconditioner is a matrix or
transformation M , whose inverse M −1 approximates A−1 , and M −1 v can be computed
efficiently. For nonsymmetric linear systems, a preconditioner may be applied either to the
left or the right of A. With a left preconditioner, instead of solving (1), one solves the linear
system
M −1 Ax = M −1 b
(17)
by utilizing the Krylov subspace K(M −1 A, M −1 b) instead of K(A, b). For a right
preconditioner, one solves the linear system
AM −1 y = b

(18)

by utilizing the Krylov subspace K(AM −1 , b), and then x = M −1 y. The convergence of a
preconditioned KSP method is then determined by the eigenvalues of M −1 A, which are the
same as those of AM −1 . Qualitatively, M is a good preconditioner if M −1 A is not too far
from normal and its eigenvalues are more clustered than those of A [25]. However, this is more
useful as a guideline for developers of preconditioners, rather than for users.
Although the left and right-preconditioners have similar asymptotic behavior, they can
behave drastically differently in practice. This is because the termination criterion of a Krylov
subspace method is typically based on the norm of the residual of the preconditioned system.
With a left preconditioner, the preconditioned residual kM −1 r k k may differ significantly from
Copyright c 2017 John Wiley & Sons, Ltd.
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Figure 1. Examples where left preconditioners lead to large discrepancies of preconditioned and true
residuals by orders of magnitude and in turn false stagnation (left) or premature termination (right).

the true residual kr k k if kM −1 k is far from 1, which unfortunately is often the case for large
systems. Figure 1 shows two examples where the norms of the preconditioned residuals and the
true residuals differ by orders of magnitude with left preconditioning. The two test matrices are
described in Section 4.6. These discrepancies can lead to erratic behavior, such as premature
termination or false stagnation of the preconditioned KSP method, unless one calculates the
true residual explicitly at additional cost. In contrast, a right preconditioner does not alter the
residual, so the stopping criteria can use the true residual with little or no extra cost. Unless
M is very ill-conditioned, M −1 y would not lead to large errors in x. For these reasons, we
consider only right preconditioners in this comparative study.
Note that a preconditioner may also be applied to both the left and right of A, leading to the
so-called symmetric preconditioners. One well-known example is the symmetric successive overrelaxation (SSOR) [29]. Such preconditioners can preserve symmetry for symmetric matrices.
However, since symmetric preconditioners also alter the norm of the residual and we focus on
nonsymmetric matrices, we do not consider symmetric preconditioners in this work.
2.2.2. Gauss-Seidel and SOR. Gauss-Seidel and its generalization SOR (successive overrelaxation) are some of the simplest preconditioners. Based on stationary iterative methods,
Gauss-Seidel and SOR are relatively easy to implement, requires virtually no setup time (at
least in serial), and is often fairly effective. Therefore, they are often good choices if one needs
to implement a preconditioner from scratch.
Consider the partitioning A = D + L + U , where D is the diagonal of A, L is the strict
lower triangular part, and U is the strict upper triangular part. Given xk and b, the GaussSeidel method computes a new approximation to xk+1 as
xk+1 = (D + L)−1 (b − U xk ).

(19)

SOR generalizes Gauss-Seidel by introducing a relaxation parameter ω. It computes xk+1 as
xk+1 = (D + ωL)−1 (ω (b − U xk ) + (1 − ω)Dxk ) .

(20)

When ω = 1, SOR reduces to Gauss-Seidel; when ω > 1 and ω < 1, it corresponds to overrelaxation and under-relaxation, respectively. We choose to include Gauss-Seidel instead of
SOR in our comparison, because it is parameter free, and an optimal choice of ω in SOR is
problem dependent. Another related preconditioner is the Jacobi or diagonal preconditioner,
which is less effective than Gauss-Seidel. A limitation of Gauss-Seidel, also shared by Jacobi
and SOR, is that the diagonal entries of A must be nonzero.
2.2.3. Incomplete LU Factorization. Incomplete LU factorization (ILU) performs an
approximate factorization
A ≈ L̃Ũ ,
(21)
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where L̃ and Ũ are far sparser than those in the LU factorization of A. This approximate
factorization is typically computed in a pre-processing step. In the preconditioned Krylov
−1
−1
solver, M −1 y is computed by forward solve z = L̃ y and then back substitution Ũ z.
There are several variants of ILU factorization. In its simplest form, ILU does not introduce
any fill, so that L̃ and Ũ preserve the sparsity patterns of the lower and upper triangular
parts of A, respectively. This approach is often referred to as ILU0 or ILU(0). ILU0 may be
extended to preserve some of the fills based on their levels in the elimination tree. This is often
referred to as ILU (k), which zeros out all the fills of level k + 1 or higher. In addition, ILU (k)
may be further combined with thresholding on the numerical values, resulting in ILU with dual
thresholding (ILUT ) [30]. Most implementations of ILU, such as those in PETSc and HYPRE,
use some variants of ILUT, where PETSc also allows the user to control the number of fills.
A serious issue with ILUT is that it may breakdown if there are zeros in the diagonal,
such as the linear systems arising from saddle-point problems. This issue can be mitigated
by pre-permuting the matrix. Although it may work when there are very few zeros diagonal
entries, this strategy often fails for saddle-point-like problems. A more effective approach is to
use partial pivoting, which results in the so-called ILUTP [31]. The ILU implementations in
MATLAB [14], SPARSKIT [32], and SuperLU [20], for example, are based on ILUTP.
One major drawback of ILUTP is that the number of nonzeros in the L̃ and Ũ factors
may grow super-linearly with respect to the number of nonzeros in the original matrix. This
leads to super-linear growth of setup times and solve times and hence are not suitable for very
large sparse systems. The multilevel ILU, or MILU for short, mitigates the problem by better
controlling the growth of nonzeros [19]. Unlike other ILU methods, MILU eliminates the fills
associated with the upper leading sub-matrix and does not attempt to fill the whole diagonal
of the original matrix with large entries. An implementation of MILU is available in ILUPACK
[33]. Typically, the number of nonzeros in the L̃ and Ũ from MILU grow linearly with respect
to the number of nonzeros in the original matrix, and hence it is effective for large sparse linear
systems, especially in serial. We will report some numerical comparisons of different variants
of ILU in Section 5.2.
2.2.4. Algebraic Multigrid. Multigrid methods, including geometric multigrid (GMG) and
algebraic multigrid (AMG), are the most sophisticated preconditioners. These methods are
typically based on stationary iterative methods, and they accelerate the convergence by
constructing a series of coarser representations. Compared to Gauss-Seidel and ILU, multigrid
preconditioners, especially GMG, are far more difficult to implement. Fortunately, AMG
preconditioners are more easily accessible through software libraries. These methods are based
on different coarsening strategies and different prolongation and restriction operators. Similar
to ILU, AMG typically requires a significant amount of pre-processing time. Computationally,
AMG is more expensive than Gauss-Seidel and ILU in terms of both setup time and cost per
iteration, but they can accelerate convergence much more significantly.
There are primarily two types of AMG methods: the classical AMG [34], and smoothed
aggregation [35]. One main difference between the two is in their coarsening strategies. The
classical AMG uses some variants of the so-called “classical coarsening” [34]. It separates all
the points into coarse points, which form the next coarser level, and fine points, which are
interpolated from the coarse points. In smoothed aggregation, the coarsening is done by
accumulating the aggregates, which then form the coarse-grid points [35]. The differences
in coarsening also lead to differences in their corresponding prolongation and restriction
operators. In this work, we consider both the classical AMG and smoothed-aggregation AMG,
in particular BoomerAMG (part of HYPRE [21]) and ML [22], respectively. Both BoomerAMG
and ML are accessible through PETSc [13].
It is worth noting that BoomerAMG has many coarsening and interpolation strategies,
which may lead to drastically different performance, especially for 3-D problems. We give a brief
overview of three coarsening techniques, namely Falgout, PMIS, and HMIS. Falgout coarsening
is a variant of the standard Ruge-Stüben coarsening [34], adapted for parallel implementations,
Copyright c 2017 John Wiley & Sons, Ltd.
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and it is the default coarsening technique in HYPRE. Falgout coarsening gives good results
for 2-D problems, but for 3-D problems, the stencil size may grow rapidly, resulting in poor
efficiency and asymptotic complexity as the problem size increases. To overcome this issue,
PMIS and HMIS were introduced in [36]. PMIS, or Parallel Modified Independent Set, is a
variant of the parallel maximal independent set algorithm [37, 38]. HMIS, or Hybrid Modified
Independent Set, is a hybrid of PMIS and the classical Ruge-Stüben scheme. HMIS and PMIS
can significantly improve the memory and runtime efficiency for large 3-D problems, especially
when coupled with a proper interpolation technique [39, 40].
There are various interpolation techniques available for BoomerAMG,. We consider three
interpolation techniques: classical, extended+classical and FF1 interpolation. The classical
interpolation is a distance-one interpolation formula by Ruge and Stüben [34]. This
interpolation works well when combined with Falgout coarsening for 2-D problems, and it is the
default for BoomerAMG. For HMIS and MPIS coarsening, which works much better for 3-D
problems, the HYPRE Users’ Guide recommends the extended+classical interpolation [41, 39],
which interpolates the value of a fine point from coarse points that are within distance two
from the fine point. The FF1 interpolation, or the modified FF interpolation [42], is a variant
of the extended+classical interpolation, and it includes only one distance-two coarse point
when a strong fine-fine point connection is encountered [41]. The FF1 interpolation reduces
the complexity and the setup time, especially for large systems. In Section 5.3, we will present
a comparison of these coarsening techniques in BoomerAMG against ML, and our results will
show that FF1 interpolation performs better than extended+classical interpolation with HMIS
and PMIS coarsening and hence is recommended.

3. ANALYSIS OF PRECONDITIONED KSP METHODS
In this section, we discuss a few Krylov subspace methods in more detail, especially
the preconditioned GMRES, TFQMR, BiCGSTAB, and QMRCGSTAB with right
preconditioners. In the literature, these methods are typically given either without
preconditioners or with left preconditioners. We present their high-level descriptions with right
preconditioners. We also present some theoretical results in terms of operation counts and
storage, which are helpful in analyzing the numerical results. The cost of the preconditioners
are independent of the KSP methods, so we do not include them in the comparison.
3.1. GMRES
Developed by Saad and Schultz [4], GMRES, or generalized minimal residual method, is
one of most well-known iterative methods for solving large, sparse, nonsymmetric systems.
GMRES is based on the Arnoldi iteration. At the kth iteration, it minimizes kr k k in Kk (A, b).
Equivalently, it finds an optimal degree-k polynomial Pk (A) such that r k = Pk (A)r 0 and kr k k
is minimized. Suppose the approximate solution has the form
xk = x0 + Qk z,

(22)

where Qk was given in (3). Let β = kr 0 k and q 1 = r 0 /kr 0 k. It then follows that
r k = b − Axk = b − A(x0 + Qk z) = r 0 − AQk z = Qk+1 (βe1 − H̃ k z),

(23)

and kr k k = kβe1 − H̃ k zk. Therefore, r k is minimized by solving the least squares system
H̃ k z ≈ βe1 using QR factorization. In this sense, GMRES is closely related to MINRES for
solving symmetric systems [2]. Algorithm 1 gives a high-level pseudocode of the preconditioned
GMRES with a right preconditioner; for a more detailed pseudocode, see e.g. [11, p. 284].
For nonsingular matrices, the convergence of GMRES depends on whether A is close to
normal, and also on the distribution of its eigenvalues [15, 25]. At the kth iteration, GMRES
requires one matrix-vector multiplication, k + 1 axpy operations (i.e., αx + y), and k + 1 inner
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Algorithm 1:
Preconditioned GMRES
input: x0 : initial guess
r 0 : initial residual
output: x∗ : final solution
1: q 1 ← r 0 /kr 0 k; β ← kr 0 k
2: for k = 1, 2, . . .
3:
obtain H̃ k and Qk from Arnoldi
iteration s.t. r k = Pk (AM −1 )r 0
4:
solve H̃ k z ≈ βe1
5:
y k ← Qk z
6:
check convergence of kr k k
7: end for
−1
8: x∗ ← M y k

Algorithm 2:
Preconditioned TFQMR
input: x0 : initial guess
r 0 : initial residual
output: x∗ : final solution
1: v 1 ← r 0 /kr 0 k; β ← kr 0 k
2: for k = 1, 2, . . .
3:
obtain T̃ k and V k from bi-Lanczos
s.t. r k = P̃k2 (AM −1 )r 0
4:
solve T̃ k z ≈ βe1
5:
yk ← V k z
6:
check convergence of kr k k
7: end for
−1
8: x∗ ← M y k

products. Let ` denote the average number of nonzeros per row. In total, GMRES requires
2n(` + 2k + 2) floating-point operations per iteration and requires storing k + 5 vectors in
addition to the matrix itself. Due to the high cost of orthogonalization in the Arnoldi iteration,
GMRES in practice needs to be restarted periodically. This leads to GMRES with restart,
denoted by GMRES(r), where r is the iteration count before restart. A typical value of r is
30, which is the recommended value for large systems in PETSc, ILUPACK, etc.
Note that the GMRES implementation in MATLAB supports only left preconditioning.
The GMRES implementation in PETSc supports both left and right preconditioning, so
are most other Krylov solvers in PETSc, but the default is still left preconditioning. An
extension of GMRES, called Flexible GMRES (or FGMRES ) [11, p. 287], allows adapting the
preconditioner from iteration to iteration, and it only supports right preconditioners. Therefore,
if FGMRES is available, one can safely use it as GMRES with right preconditioning by fixing
the preconditioner across iterations.
3.2. QMR and TFQMR
Proposed by Freund and Nachtigal [6], QMR, or quasi-minimal residual method, minimizes
r k in a pseudo-norm within the Krylov subspace K(A, r 0 ). At the kth step, suppose the
approximate solution has the form
xk = x0 + V k z,

(24)

where V k was the same as that in (6). Let β = kr 0 k and v 1 = r 0 /kr 0 k. It then follows that
r k = b − Axk = b − A(x0 + V k z) = r 0 − AV k z = V k+1 (βe1 − T̃ k z).

(25)

QMR minimize kβe1 − T̃ k zk by solving the least-squares problem T̃ k z ≈ βe1 , which is
equivalent to minimizing the pseudo-norm
kr k kW Tk+1 = kW Tk+1 r k k2 ,

(26)

where W k+1 was defined in (10).
QMR requires explicit constructions of W k . TFQMR [7] is a transpose-free variant, which
constructs V k without forming W k . Motivated by CGS, [5], at the kth iteration, TFQMR finds
a degree-k polynomial P̃k (A) such that r k = P̃k2 (A)r 0 . This is what we refer to as “transposefree bi-Lanczos 1” in Table I. Algorithm 2 outlines TFQMR with a right preconditioner. Its
only difference from GMRES is in lines 3–5. Detailed pseudocode without preconditioners can
be found in [7] and [11, p. 252].
At the kth iteration, TFQMR requires two matrix-vector multiplication, ten axpy operations
(i.e., αx + y), and four inner products. In total, TFQMR requires 4n(` + 7) floating-point
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Algorithm 3:
Preconditioned BiCGSTAB
input: x0 : initial guess
r 0 : initial residual
output: x∗ : final solution
1: v 1 ← r 0 /kr 0 k; β ← kr 0 k
2: for k = 1, 2, . . .
3:
obtain T k and V k from bi-Lanczos
s.t. r k = Qk P̃k (AM −1 )r 0
4:
solve T k z = βe1
5:
yk ← V k z
6:
check convergence of kr k k
7: end for
−1
8: x∗ ← M y k

11

Algorithm 4:
Preconditioned QMRCGSTAB
input: x0 : initial guess
r 0 : initial residual
output: x∗ : final solution
1: v 1 ← r 0 /kr 0 k; β ← kr 0 k
2: for k = 1, 2, . . .
3:
obtain T̃ k and V k from bi-Lanczos
s.t. r k = Qk P̃k (AM −1 )r 0
4:
solve T̃ k z ≈ βe1
5:
yk ← V k z
6:
check convergence of kr k k
7: end for
−1
8: x∗ ← M y k

operations per iteration and requires storing eight vectors in addition to the matrix itself.
This is comparable to QMR, which requires 12 axpy operations and two inner products,
so QMR requires the same number of floating-point operations. However, QMR requires
storing twice as many vectors as TFQMR. In practice, TFQMR often outperforms QMR,
because the multiplication with AT is often less optimized. In addition, preconditioning QMR
is problematic, especially with multigrid preconditioners. Therefore, TFQMR is in general
preferred over QMR. Both QMR and TFQMR may suffer from breakdowns, but they rarely
happen in practice, especially with a good preconditioner. Unlike GMRES, the TFQMR
implementation in MATLAB supports only right preconditioning.
3.3. BiCGSTAB
Proposed by van der Vorst [8], BiCGSTAB is a transpose-free version of BiCG, which has
smoother convergence than BiCG and CGS. Different from CGS and TFQMR, at the kth
iteration, BiCGSTAB constructs another degree-k polynomial
Qk (A) = (1 − ω1 A)(1 − ω2 A) · · · (1 − ωk A)

(27)

in addition to P̃k (A) in CGS, such that r k = Qk (A)P̃k (A)r 0 . BiCGSTAB determines ωk by
minimizing kr k k with respect to ωk . This is what we referred to as “transpose-free bi-Lanczos
2” in Table I. Like BiCG and CGS, BiCGSTAB solves the linear system T k z = βe1 using
LU factorization without pivoting, which is analogous to solving the tridiagonal system using
Cholesky factorization in CG [1]. Algorithm 3 outlines BiCGSTAB with a right preconditioner,
of which the only difference from GMRES is in lines 3–5. Detailed pseudocode without
preconditioners can be found in [12, p. 136].
At the kth iteration, BiCGSTAB requires two matrix-vector multiplications, six axpy
operations, and four inner products. In total, it requires 4n(` + 5) floating-point operations
per iteration and requires storing 10 vectors in addition to the matrix itself. Like GMRES, the
convergence rate of BiCGSTAB also depends on the distribution of the eigenvalues of A. Unlike
GMRES, however, BiCGSTAB is “parameter free.” Its underlying bi-Lanczos iteration may
breakdown, but it is very rare in practice with a good preconditioner. Therefore, BiCGSTAB
is often more efficient and robust than restarted GMRES. Like TFQMF, the BiCGSTAB
implementation in MATLAB supports only right preconditioning.
3.4. QMRCGSTAB
One disadvantage of BiCGSTAB is that the residual does not decrease monotonically, and
is often quite oscillatory. Chan el al . [9] proposed QMRCGSTAB, which is a hybrid of QMR
and BiCGSTAB, to improve the smoothness of BiCGSTAB. Like BiCGSTAB, QMRCGSTAB
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Table II. Comparison of operations per iteration and memory requirements of various KSP methods.
n denotes the number of rows, ` the average number of nonzeros per row, and k the iteration count.
Method

Min.

GMRES
BiCGSTAB
TFQMR

kr k k
kr k k w.r.t. ωk
kr k kW Tk+1
kr k k w.r.t. ωk
& kr k kW Tk+1

QMRCGSTAB

Mat-vec
Prod.
1
2

axpy

Inner
Prod.

k+1
6
10

k+1
4
4

8

6

FLOPs
2n(` + 2k + 2)
4n(` + 5)

Stored
vectors
k+5
10
8

4n(` + 7)
13

constructs a polynomial Qk (A) as defined in (27) by minimizing kr k k with respect to ωk , which
they refer to as “local quasi-minimization.” Like QMR, it then minimizes kW Tk+1 r k k2 by solving
the least-squares problem T̃ k z ≈ βe1 , which they refer to as “global quasi-minimization.”
Algorithm 4 outlines the high-level algorithm, of which its main difference from BiCGSTAB
is in lines 3 and 4. Detailed pseudocode without preconditioners can be found in [9].
At the kth iteration, QMRCGSTAB requires two matrix-vector multiplications, eight axpy
operations, and six inner products. In total, it requires 4n(` + 7) floating-point operations per
iteration, and it requires storing 13 vectors in addition to the matrix itself. Like QMR and
BiCGSTAB, the underlying bi-Lanczos may breakdown, but it is very rare in practice with a
good preconditioner. There is no built-in implementation of QMRCGSTAB in MATLAB or
PETSc. In this study, we implement the algorithm ourselves with right preconditioning.
3.5. Comparison of Operation Counts and Storage
We summarize the cost and storage comparison of the four KSP methods in Table II.
Except for GMRES, the other methods require two matrix-vector multiplications per iteration.
However, we should not expect GMRES to be twice as fast as the other methods because the
reduction of error in one iteration of the other methods is approximately equal to that of
two iterations in GMRES. Therefore, the cost these methods are comparable in terms of
matrix-vector multiplication. However, since GMRES minimizes the 2-norm of the residual
in the Krylov subspace if no restart is performed, it may converge faster than the other
methods in terms of the number of matrix-vector multiplications. Therefore, GMRES may
indeed by the most efficient, especially with an effective preconditioner. However, without
an effective preconditioner, the restarted GMRES may converge slowly and even stagnate
for large systems. For the three methods based on bi-Lanczos, computing the 2-norm of the
residual for convergence checking requires an extra inner product, as included in Table II.
Among the three methods, BiCGSTAB is the most efficient, requiring 8n fewer floating point
operations per iteration than TFQMR and QMRCGSTAB. In Section 5, we will present
numerical comparisons of the different methods, guided by this theoretical analysis.
In terms of storage, TFQMR requires the least amount of memory. BiCGSTAB requires two
more vectors than TFQMR, and QMRCGSTAB requires three more vectors than BiCGSTAB.
GMRES requires the most amount of memory when k ? 8. These storage requirements are
typically not large enough to be a concern in practice.
3.6. Cost of Preconditioned Krylov Subspace Methods
Our analysis above did not consider preconditioners. The computational cost of Gauss-Seidel
and ILU0 is approximately equal to one matrix-vector multiplication per iteration. However,
the analysis of other variants of ILU is more complicated. Allowing a moderate drop tolerance
can significantly improve the robustness of ILU, but as explained in Section 2.2.3, the number
of fills may grow superlinearly with respect to problem size, especially with pivoting. We will
present a comparison of different variants of ILU in Section 5.2.
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The cost analysis of the multigrid preconditioner is far more complicated. In general, the
runtime performance is dominated by smoothing on the finest level, which is typically a few
times of matrix-vector multiplication, depending on how many times the smoother is called per
iteration. In AMG, the setup time may be significant, which is dominated by the coarsening
step and the construction of the prolongation and restriction operators. This cost largely
depends on the stencil size, defined as the average number of coefficients per matrix row. The
stencil sizes also affect the performance of prolongation and restriction operators. Too large
stencils can significantly increase the setup time and also runtime, especially for 3-D problems.
At the same time, too small stencils may not capture enough information and adversely affect
convergence rate. Therefore, special care must be taken in choosing the coarsening strategy,
which we will discuss further in Section 5.3.

4. PDE DISCRETIZATION METHODS AND BENCHMARK PROBLEMS
For comparative studies, the selection of benchmark problems is important. Unfortunately,
most existing benchmark problems for nonsymmetric systems, such as those in the matrix
market [43] and the UF Sparse Matrix Collection [44], are generally very small and often do not
have the right-hand-side vectors, so they are not representative of the large-scale problems used
in current engineering practices. To overcome this limitation, we construct large benchmark
systems ourselves using various PDE discretization methods in 2-D and 3-D. In this section,
we give a brief overview of the model problems and discretization methods used in our tests,
as well as a more sophisticated example using the discontinuous Galerkin method.
4.1. Weighted Residual Formulation of a Model Problem
Consider an abstract but general linear, time-independent PDE over Ω
P u(x) = f (x),

(28)

with Dirichlet or Neumann boundary conditions over ∂Ω, where P is a linear differential
operator, and f is a known function. A specific example is the model problem
−∇2 u + c∇u + du = f
u=g

in Ω,

(29)

on ∂Ω,

(30)

for which P = −∇2 + c∇ + d, where c and d are scalar constants or functions. When d = 0, it
is a convection-diffusion equation, and c corresponds to the speed of advection; when c = 0, it
is a Helmholtz equation, and d corresponds to the wave number.
Most PDE discretization methods can be expressed in a weighted residual formulation. In
particular, consider a set of test (a.k.a. weight) functions Ψ(x) = {ψj (x)}. The PDE (28) is
then converted into a set of integral equations
Z
Z
P u(x) ψj dx =
f (x) ψj dx.
(31)
Ω

Ω

To discretize theP
system fully, we approximate u by a set of basis functions Φ(x) = {φi (x)},
i.e., u ≈ uT Φ = i ui φi . We then obtain a linear system
Au = b,
where

Z
aij =

(32)

Z
(P φj (x)) ψi (x) dx and bi =

Ω

f (x)ψi (x) dx.

(33)

Ω

The system needs to be further modified to apply the boundary conditions. In general, the
test and/or basis functions have local support, and therefore A is in general sparse. If the test
and basis functions are different or if c 6= 0 in (29), then in general A is nonsymmetric.
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4.2. Galerkin Finite Element Methods
The finite element methods (FEM) are widely used for discretizing PDEs over complex
geometries. For an introduction of finite element methods, see e.g. [45]. In the classical Galerkin
FEM, the basis functions Φ and the test functions Ψ are equal. If P is the Laplacian operator
∇2 and φi vanishes along ∂Ω, then after integration by parts,

Z
aij =


∇2 φj (x) φi (x) dx = −

Z

Ω

∇ φj (x) · ∇ φj (x) dx,

(34)

Ω

so we obtain a symmetric linear system for Helmholtz equations. However, for the convectiondiffusion equation or more complicated PDEs, the linear system is in general nonsymmetric.
In this study, we will use the convention-diffusion equation as the test problem for FEM in
both 2D and 3D. For these problems, the linear systems are always nonsymmetric.
4.3. Petrov-Galerkin Methods
In the Petrov-Galerkin methods, the test functions are different from the basis functions.
These are more flexible and sometimes advantageous, because the basis and test functions
have different desired properties for accuracy and stability. An example of Petrov-Galerkin
methods is AES-FEM [46], which uses generalized Lagrange polynomials for basis functions and
the standard linear finite-element basis functions as test functions. Unlike Galerkin methods,
the accuracy and stability of AES-FEM are independent of the element quality of the meshes.
The linear systems from AES-FEM are always nonsymmetric. We will consider some matrices
arising from AES-FEM methods for the convection-diffusion equation in both 2D and 3D as
examples of Petrov-Galerkin methods.
4.4. Finite Difference and Generalized Finite Difference
The finite difference methods are often used to discretize PDEs on structured or curvilinear
meshes. For the Helmholtz equations with Dirichlet boundary conditions, we may obtain a
symmetric linear system by using centered difference approximation on a uniform structured
mesh. However, the finite difference methods in general lead to nonsymmetric matrices
with more complicated PDEs, more sophisticated boundary or jump conditions, higher-order
discretizations, nonuniform meshes, or curvilinear meshes. We will consider a nonsymmetric
matrix from finite difference methods of a Helmholtz equation on a nonuniform structured
mesh, arising from climate modeling.
The finite difference methods were traditionally limited to structured meshes. However,
they can be generalized to unstructured meshes by the generalized finite difference methods,
or GFD [47]. These methods are weighted residual methods with Dirac delta functions as the
test functions and the generalized Lagrange polynomials as basis functions. The generalized
finite difference methods in general result in nonsymmetric linear systems. We will consider
some test case from GFD for the convection-diffusion equation.
4.5. Vector-Valued PDEs and Saddle-Point-Like Problems
To increase the variety of the test problems, we also consider two additional PDEs and two
additional discretization methods.
The first PDE is the advection-diffusion
u · ∇φ − κ∇φ = f

in Ω,

(35)

where u denote the velocity and κ is the diffusivity constant. Unlike the previous examples,
the unknown in this equation are vector-valued functions. We discretize the PDE using the
discontinuous Galerkin (DG) method.
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Table III. Summary of test matrices.
Matrix

Discretization

PDE

Size

#Nonzeros

Cond. No.

1
2
3
4
5
6
7
8
9
10

FEM 2D

conv. diff.

1,044,226

7,301,314

8.31e5

FEM 3D

conv. diff.

237,737

1,819,743

8.90e3

FEM 3D

conv. diff.

1,529,235

23,946,925

3.45e4

FEM 3D

conv. diff.

13,110,809

197,881,373

−

AES-FEM 2D

conv. diff.

1,044,226

13,487,418

9.77e5

AES-FEM 3D

conv. diff.

13,110,809

197,882,439

−

GFD 2D

conv. diff.

1,044,226

7,476,484

2.38e6

GFD 3D

conv. diff.

1,529,235

23,948,687

6.56e4

FDM 2D

Helmholtz

1,340,640

6,694,058

7.23e8

DG 2D

advec. diff.

1,033,350

12,385,260

1.80e7

Saddle-point-like linear systems

11
12
13
14
15
16

MIXED FEM 2D

mixed Pois.

628,320

6,744,640

4.87e4

MIXED FEM 2D

mixed Pois.

1,156,720

12,421,440

8.86e4

MIXED FEM 3D

mixed Pois.

343,200

7,269,600

1.75e5

MIXED FEM 3D

mixed Pois.

1,150,200

24,510,600

−

STOKES 3D

Stokes eq.

29,114

2,638,666

5.32e6

STOKES 3D

Stokes eq.

859,812

82,754,416

−

Another PDE is the Stokes equation, which describe steady, incompressible flows with low
Reynolds numbers. For a domain Ω, the Stokes equations read
−∆u + ∇p = f

in Ω,

(36)

∇ · u = 0 in Ω,

(37)

u = 0 on ∂Ω,

(38)

where u is the velocity field and p is the pressure field and f is the source term. We discretize
it using the finite-element methods. One notable property of the linear systems from Stokes
equation is that there are typically a significant number of zeros along diagonals, similar to
saddle-point problems. We refer to these systems as saddle-point-like problems. In addition, we
also consider mixed finite-element methods for solving the Poisson equation, which also result
in saddle-point-like problems.
4.6. Benchmark Problems
We constructed the test matrices from PDE discretizations as described above. We selected
16 representative matrices from a much larger number of cases that we have tested. The
sizes of these matrices range from about 105 to 107 unknowns. Table III summarizes the
PDE discretizations, the sizes, and the condition numbers of each test matrix. The estimated
condition numbers of the largest matrices were unavailable because their computations ran
out of memory.
For FEM, AES-FEM, and GFD, we used our own implementations. The 2-D meshes are
generated using using Triangle [48]. Figure 2 shows the qualitative pattern of the mesh at
a much coarser resolution than what was used in our tests. For the 3D tests, we generated
unstructured meshes of a cube at different resolutions using TetGen [49], to facilitate the study
of asymptotic complexity of the preconditioned KSP methods with respect to the number of
unknowns. For the convection-diffusion equations, we let c = 1 in both 2-D and 3-D. For the
finite difference method, we consider a matrix obtained from an unequally spaced structured
mesh for the Helmholtz equation with Neumann boundary conditions and a very small constant
d = 10−13 in (29), so the matrix has a very large condition number. Figure 3 shows the
qualitative pattern of the mesh at a much coarser resolution. For DG, mixed Poisson and
Stokes equations, we generated the test matrices using the software package FEniCS [50].
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Figure 2. Example unstructured 2D mesh for
convection-diffusion equation.

Figure 3. Example nonuniform structured
mesh for Helmholtz equation.

5. NUMERICAL COMPARISONS
In this section, we present some numerical comparisons of the preconditioned Krylov methods
for the benchmark problems as described in Sections 3 and 4, respectively. For GMRES,
TFQMR and BiCGSTAB, we use the built-in implementations in PETSc v3.7.1 [13]. For
GMRES, we use 30 as the restart parameter, which is the recommended value for large-scale
linear systems in PETSc, and we denote the method by GMRES(30). For QMRCGSTAB,
which is unavailable in PETSc, we use our own implementations based on the lower-level
functions in PETSc. In terms of preconditioners, we consider Gauss-Seidel (GS), ILU0, ILUTP,
MILU, classical AMG, and smoothed-aggregation AMG, all as right preconditioners. For all
of our tests, we use the relative 2-norm of the residual, i.e. the 2-norm of the residual divided
by the 2-norm of the right-hand side, as the convergence criteria, and set the convergence
tolerance to 10−10 . We conducted our tests on a single node of a cluster with two 2.6 GHz
Intel Xeon E5-2690v3 processors and 128 GB of memory.
5.1. Baseline Comparison
For the baseline comparison, we consider three preconditioners: GS (available as SOR with
relaxation parameter ω = 1 in PETSc), ILU0 (the default serial preconditioner in PETSc),
and classical AMG (BoomerAMG [21]). For BoomerAMG, we use the HMIS coarsening and
FF1 interpolation for all cases. In Sections 5.2 and 5.3, we will compare the different variants
of ILU and AMG, respectively.
5.1.1. Convergence Comparison. The Krylov subspace methods we consider theoretically are
all based on the same Krylov subspace, but their practical convergence is complicated by
the restarts in Arnoldi iteration and the nonorthogonal basis in the bi-Lanczos iteration. To
complement the theoretical analysis in Section 3, we present the convergence history of five
test matrices, including FEM 2D (matrix 1) and 3D (matrix 4), GFD 2D (matrix 7) and 3D
(matrix 8), Helmholtz equation 2D (matrix 9), and DG 2D (matrix 10) in Figures 4, 5 and
6. These plots are representative for the other test cases. Because the asymptotic convergence
of the KSP methods depends on the degrees of the polynomials, or equivalently the number
of matrix-vector multiplications, we plot the relative residual with respect to the number
of matrix-vector multiplications instead of iteration counts. For ease of cross-comparison of
different preconditioners, we truncated the x axis to be the same for Gauss-Seidel and ILU0
for each matrix.
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Figure 4. Relative residuals vs. numbers of matrix-vector multiplications with Gauss-Seidel, ILU0,
classical AMG (BoomerAMG) preconditioners for FEM 2D (matrix 1, left) and FEM 3D (matrix 4).

Figure 4 shows the convergence history of the FEM in 2D and 3D. We observe that with
AMG, the four methods had about the same convergence trajectories, while GMRES converged
slightly faster, and all the methods converged quite smoothly, without apparent oscillation. In
contrast, with Gauss-Seidel or ILU preconditioners, GMRES converged fast initially but then
slowed down drastically due to restart, whereas BiCGSTAB had highly oscillatory residuals.
QMRCGSTAB was smoother than BiCGSTAB, and it sometimes converged faster than
BiCGSTAB. The convergence of TFQMR exhibited a staircase pattern, indicating frequent
near stagnations. The main difference between the two multigrid methods is that HYPRE
takes less number of iterations to reach the desired tolerance as compared to ML. These results
indicate that an effective multigrid preconditioner can effectively overcome the disadvantages
of each of these KSP methods, including oscillations in BiCGSTAB and slow convergence of
GMRES due to restarts.
Figure 5 shows the convergence results for GFD in 2D and 3D. The result for these matrices
is qualitatively similar to those of FEM 2D and 3D respectively, except that the stagnation of
TFQMR is even more apparent. Figure 6 shows the convergence results for FDM 2D (matrix
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Figure 5. Relative residual vs. numbers of matrix-vector multiplications with Gauss-Seidel, ILU0, and
classical AMG (BoomerAMG) preconditioners for GFD 2D (matrix 7, left) and 3D (matrix 8).

9) and DG 2D (matrix 10). Matrix 9, which was ill-conditioned, caused may difficulties
for all methods with GS and ILU0 preconditioners. GMRES and TFQMR both stagnated.
BiCGSTAB oscillated wildly, while QMRCGSTAB converged more smoothly. However, all
methods converged rapidly and smoothly with BoomerAMG, while GMRES converged more
quickly. The convergence results for DG 2D (matrix 10) are qualitatively similar.
5.1.2. Timing Comparison. The convergence plots are helpful in revealing the intrinsic
properties of the KSP methods, but for most applications, the overall runtime is the ultimate
criteria. Figure 7 compares the runtimes of the six matrices in Section 5.1.1, plus matrices 5
and 6 (AES-FEM 2-D and 3-D). In the figure, we circled out the best-performing methods
for each case. It can be seen that AMG accelerated all the KSP methods significantly better
than Gauss-Seidel and ILU0. With BoomerAMG, GMRES was the fastest in seven out of eight
cases, while BiCGSTAB was faster than GMRES in one case and a close second for the others.
However, with GS and ILU0, GMRES was significantly slower than the other methods.
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Figure 6. Relative residual vs. numbers of matrix-vector multiplications with Gauss-Seidel, ILU0, and
classical AMG (BoomerAMG) preconditioners for FDM 2D (matrix 9, left) and DG 2D (matrix 10).

These timing results are consistent with the convergence results in Section 5.1.1. Therefore,
the numbers of matrix-vector multiplications are indeed good predictors of the overall
performance. Among the bi-Lanczos-based methods, BiCGSTAB is usually the most efficient,
thanks to its lower cost per iteration, despite its less smooth convergence. QMRCGSTAB is a
good alternative of BiCGSTAB if smoother convergence is desired. TFQMR is less reliable due
to frequent near stagnations. Between Gauss-Seidel and ILU0, ILU0 consistently outperformed.
These results suggest that GMRES or BiCGSTAB with BoomerAMG should be ones’ first
choice. However, if AMG is unavailable, then BiCGSTAB with ILU may be a viable alternative
for moderate-sized problems.
5.1.3. Asymptotic Growth with Respect to Problem Size. The relative performances of
preconditioned KSP methods may depend on problem sizes, because the different methods
may scale differently with respect to the problem size. To assess the asymptotic complexity of
different methods, we consider the matrices 2–4 from FEM 3D, whose numbers of unknowns
grow approximately by a factor of 8 between each adjacent pair. Figure 8 shows the timing
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Figure 7. Timing results with matrices 1 and 4–10. The circled bars indicate the fastest method. For
matrix 9, star (*) indicates stagnation of the solvers after 10,000 iterations.

results of the four Krylov subspace methods with Gauss-Seidel, ILU0, and BoomerAMG. The x
axis corresponds to the number of unknowns, and the y axis corresponds to the runtimes, both
in logarithmic scale. For a perfectly scalable method, the slope should be 1. We observe that
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Figure 8. Asymptotic growth of runtimes of the preconditioned solvers for FEM 3D.

with AMG, the slope for the four KSP methods were all close to 1. The slopes for Gauss-Seidel
and ILU0 were both greater than 1, so the numbers of iterations would grow as the problem
size grows. Therefore, as the problem size becomes even larger, multigrid preconditioners will
have even more significant advantages.
5.2. Comparison of Variants of ILU
As discussed in Section 2.2.3, there are several variants of ILU. We now compare the
performance of ILU0, ILUTP (in particular, the supernodal ILUTP implementation in
SuperLU), and MILU (as implemented in ILUPACK). We first compare the scalabilities of
their setup and solve times with respect to the number of unknowns. Figure 9 shows the
timing results for matrices 2–4, whose numbers of unknowns grow approximately by a factor
of 8 between each adjacent pair. The x axis corresponds to the number of unknowns, and the
y axis corresponds to the runtimes, both in logarithmic scale. For a perfectly scalable method,
the slope should be 1. For ILU0, the setup times grow linearly, but its solve time is higher
than ILUTP and MILU. For ILUTP, the setup times grow superlinearly, making it orders of
magnitude slower than MILU for larger problems. For MILU, both the setup and solve times
grow nearly linearly.
To compare the overall performance of the methods, the left panel of Figure 10 compares the
runtimes of the three methods for matrices 1, 4, and 7–10. Overall, ILUPACK outperformed
SuperLU for all the cases. Note that in [20], the opposite conclusion was drawn, because
their test cases only had thousands of unknowns, and the superlinear growth of ILUTP led
to its poor performance for large systems. ILUPACK also outperformed ILU0 for large linear
systems, especially for matrices 4 and ill-conditioned matrix 9. Therefore, MILU is presently
the best among these ILU variants. However, we note that ILUPACK was still nearly two
orders of magnitude slower than AMG. For example, ILUPACK took about more than 115,
130, and 650 seconds to solve matrices 1, 7, and 9, respectively, compared to 6.7, 6.6, and 4.2
seconds respectively for AMG.
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An advantage of ILUTP and MILU is that they can solve saddle-point-like problems, which
have many zero entries along diagonals. To demonstrate this, we consider matrices 11–16. In
Figure 10, the right panel compares their setup times and runtimes for the cases. For these
problems, Gauss-Seidel, ILU0, and AMG tend to breakdown or stagnate. Both ILUTP and
MILU succeeded for these cases, while MILU is much faster for large systems. Therefore, MILU
is a good option for solving saddle-point-like problems. We also observe that the setup times
for saddle-point problems are much larger as compared to the other linear systems. This could
be directly a result of the pivoting required for these systems.
5.3. BoomerAMG Versus ML
As discussed in Section 2.2.4, there are two main classes of AMG: classical AMG and smoothed
aggregation. Both of these methods scale nearly linearly in terms of number of unknowns.
However, their actual performance may differ drastically. Figure 11 compares the convergence
and runtimes of GMRES and BiCGSTAB with BoomerAMG and ML, which implement
some variants of classical AMG and smoothed aggregation, respectively. We present four
representative results for FEM 2D (matrix 1), FEM 3D (matrix 4), Helmholtz 2D (matrix 9)
and DG 2D (matrix 10). We used HMIS coarsening with FF1 interpolation for BoomerAMG
and the default parameters for ML. It is evident that BoomerAMG outperformed ML in all of
these cases. For matrix 9, which is ill-conditioned, BoomerAMG was about 30 times faster than
ML, regardless how we tuned the parameters in ML. This is probably because for smoothed
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Figure 11. Convergence history (left) and runtimes (right) of GMRES and BiCGSTAB with
BoomerAMG and ML for matrices 1, 4, 9, and 10. The circled bars indicate the best-performing
solver-preconditioner combination.

aggregation, too many aggregates can lead to the growth of complexity and irregularly shaped
aggregates, which can cause poor convergence [51].
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In the above tests, BoomerAMG was clearly the winner. However, different coarsening
and interpolation techniques in BoomerAMG may lead to drastically different performance,
especially for 3-D problems. Figure 12 presents a more in-depth timing comparison of matrices
1, 4, and 7–10 for the three coarsening strategies, namely Falgout, PMIS and HMIS. For Falgout
coarsening, the “classical” interpolation is the most effective. For PMIS and HMIS, we consider
both the extended+classical interpolation and the modified FF interpolation (FF1). We used
the default values for the other parameters. In particular, we used SOR/Jacobi as the smoother
and used 0.25 for the strong threshold. It can be seen that the Falgout coarsening, which is the
default in BoomerAMG, delivered good performance in 2-D, but it underperformed ML for 3D problems. However, PMIS+FF1 and HMIS+FF1 delivered significantly better performance
than ML for 3-D problems. Between PMIS+FF1 and HMIS+FF1, their performances were
comparable, but HMIS outperformed PMIS for ill-conditioned problems. In addition, FF1
interpolation outperformed the extended+classical interpolation for most cases except for
matrix 9.
To assess the asymptotic growth of different coarsening and interpolation strategies, we
consider matrices 2–4. Figure 13 shows the timing results of five different strategies in
BoomerAMG and the default option in ML. We observe that the slopes for all the methods
are close to 1, while GMRES gives slightly better performance than BiCGSTAB. PMIS and
HMIS coarsening techniques combined with FF1 grow slower asymptotically compared to other
combinations.

6. CONCLUSIONS AND DISCUSSIONS
In this paper, we presented a systematic comparison of a few preconditioned Krylov subspace
methods, including GMRES, TFQMR, BiCGSTAB and QMRCGSTAB, with Gauss-Seidel
and several variants of ILU and AMG as right preconditioners for solving large, sparse,
nonsymmetric linear systems. We tested these methods with a collection of large-scale
benchmark problems, which we generated using a number of PDEs and discretization methods
and will be made publicly available. We compared the methods theoretically regarding
their cost per iteration, and numerically regarding convergence, runtimes, and asymptotic
complexity.
Our results show that GMRES with AMG preconditioners is often the most efficient method,
because GMRES without restart minimizes the 2-norm of the residual within the Krylov
subspace, and its cost of orthogonalization is low when the iteration count is low. For the
AMG preconditioners, between classical AMG and smoothed aggregation, the former tends to
deliver better performance with proper choices of coarsening and interpolation techniques.
Based on our analysis, we make the following primary recommendation:
For a very large, reasonably well-conditioned linear system, use GMRES with
classical AMG as a right preconditioner with proper coarsening and interpolation.
We emphasize that the choice of coarsening and interpolation is very important, especially
for 3-D problems. For BoomerAMG, the most robust option we have found was the HMIS
coarsening with FF1 interpolation. It outperforms PMIS+FF1 significantly for ill-conditioned
systems and delivers similar performance as PMIS+FF1 for well-conditioned systems. With an
effective AMG preconditioner, BiCGSTAB converges almost as smoothly as the other methods,
and it can be used in place of GMRES with very little loss of performance.
The easiest way to leverage the above recommendation is to use existing software packages.
PETSc [13] is an excellent choice, since it supports both left and right preconditioning
for GMRES and BiCGSTAB and supports BoomerAMG. Note that PETSc uses left
preconditioning by default. We recommend explicitly setting the option to use right
preconditioning to avoid premature termination or false stagnation for large systems.
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Figure 13. Asymptotic growth of runtimes of ML and three coarsening strategies in BoomerAMG using
GMRES (left) and BiCGSTAB (right) for FEM 3D.
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Some software packages do not support right preconditioning, and sometimes the AMG
preconditioner is unavailable. For example, as of Release 2017a, the built-in GMRES solver
in MATLAB supports only left preconditioning, and there is no built-in support for AMG.
Furthermore, for saddle-point-like problems, AMG may breakdown. An important research
direction is to enhance the robustness of AMG for these problems. Without a multigrid
preconditioner, BiCGSTAB typically outperforms GMRES. Therefore, we make a secondary
recommendation:
If there are many zero diagonal entries or if AMG is unavailable, use BiCGSTAB
with multilevel ILU as a right preconditioner.
If MILU is available, GMRES also delivers similar performance as BiCGSTAB. Unfortunately,
MILU is not available in PETSc. In the absence of MILU is unavailable, ILUTP may be used for
moderate-sized systems. This choice may be good for MATLAB users, because MATLAB has
built-in support for ILUTP, and its built-in BiCGSTAB solver supports right preconditioning.
For PETSc users, one can use ILUTP in SuperLU. If smoother convergence is desired, a
custom implementation of QMRCGSTAB with right preconditioning may be used. Finally,
Gauss-Seidel may be used as a last resort if neither AMG nor ILU is available.
One limitation of this work is that we did not consider parallel performance and the
asymptotic complexity of the iterative methods with respect to the number of cores. This
omission was necessary to make the scope of this study manageable. Fortunately, for our
primary recommendation, the MPI-based parallel implementation of right-preconditioned
GMRES and BiCGSTAB are available in PETSc, so is BoomerAMG. They are excellent choices
for distributed-memory machines. For shared-memory machines and GPU acceleration, some
OpenMP and CUDA-based implementations are available in some software packages, such
as [52], but its current implementation seems to support only left preconditioning. Further
development and comparison of different parallel algorithms are still needed. We also omitted
the comparisons with geometric multigrid methods, which may significantly outperform AMG
[53]. We also omitted the solution of nonsymmetric, rank-deficient linear systems, which is a
challenging problem in its own right.

ACKNOWLEDGEMENTS
The work was partially supported by DoD-ARO under contract #W911NF0910306 and in part
by a subcontract to Stony Brook University from Argonne National Laboratory under Contract
DE-AC02-06CH11357 for the SciDAC program funded by the Office of Science, Advanced
Scientific Computing Research of the U.S. Department of Energy. Results were obtained using
the LI-RED computer system at the Institute for Advanced Computational Science of Stony
Brook University, funded by the Empire State Development grant NYS #28451.

References
1. Hestenes MR, Stiefel E. Methods of conjugate gradients for solving linear systems. J. Res. Nat. Bur.
Stand. 1952; 49(6).
2. Paige CC, Saunders MA. Solution of sparse indefinite systems of linear equations. SIAM J. Numer. Anal.
1975; 12(4):617–629, doi:10.1137/0712047.
3. Fong DCL, Saunders MA. CG versus MINRES: An empirical comparison. SQU J. Sci. 2012; 17(1):44–62.
4. Saad Y, Schultz M. GMRES: A generalized minimal residual algorithm for solving nonsymmetric linear
systems. SIAM J. Sci. Stat. Comput. 1986; 7(3):856–869, doi:10.1137/0907058.
5. Sonneveld P. CGS, a fast Lanczos-type solver for nonsymmetric linear systems. SIAM J. Sci. Stat. Comput.
1989; 10(1):36–52, doi:10.1137/0910004.
6. Freund RW, Nachtigal NM. QMR: a quasi-minimal residual method for non-Hermitian linear systems.
SIAM J. Numer. Math. 1991; 60:315–339.
7. Freund RW. A transpose-free quasi-minimal residual algorithm for non-Hermitian linear systems. SIAM
J. Sci. Comput. 1993; 14(2):470–482.
8. van der Vorst HA. Bi-CGSTAB: A fast and smoothly converging variant of Bi-CG for the solution of
nonsymmetric linear systems. SIAM J. Sci. Stat. Comput. 1992; 13(2):631–644, doi:10.1137/0913035.
Copyright c 2017 John Wiley & Sons, Ltd.
Prepared using nlaauth.cls

Numer. Linear Algebra Appl. (2017)
DOI: 10.1002/nla

A COMPARISON OF PRECONDITIONED KSP METHODS

27

9. Chan TF, Gallopoulos E, Simoncini V, Szeto T, Tong CH. A quasi-minimal residual variant of the BiCGSTAB algorithm for nonsymmetric systems. SIAM J. Sci. Comput. 1994; 15(2):338–347.
10. Barrett R, Berry M, Chan TF, Demmel J, Donato J, Dongarra J, Eijkhout V, Pozo R, Romine C, van der
Vorst H. Templates for the Solution of Linear Systems: Building Blocks for Iterative Methods. 2nd edn.,
SIAM: Philadelphia, PA, 1994.
11. Saad Y. Iterative methods for sparse linear systems. 2nd edn., SIAM, 2003.
12. Van der Vorst HA. Iterative Krylov Methods for Large Linear Systems, vol. 13. Cambridge University
Press, 2003.
13. Balay S, Abhyankar S, Adams MF, Brown J, Brune P, Buschelman K, Dalcin L, Eijkhout V, Gropp WD,
Kaushik D, et al.. PETSc Users Manual. Technical Report ANL-95/11 - Revision 3.7, Argonne National
Laboratory 2016.
14. The MathWorks, Inc. MATLAB R2017a. Natick, MA 2017. http://www.mathworks.com/.
15. Nachtigal NM, Reddy SC, Trefethen LN. How fast are nonsymmetric matrix iterations? SIAM J. Matrix
Anal. Appl. 1992; 13(3):778–795, doi:10.1137/0613049.
16. Meister A. Comparison of different Krylov subspace methods embedded in an implicit finite volume scheme
for the computation of viscous and inviscid flow fields on unstructured grids. J. Comput. Phy. 1998;
140(2):311 – 345, doi:http://dx.doi.org/10.1006/jcph.1998.5862.
17. Benzi M, Tûma M. A comparative study of sparse approximate inverse preconditioners. Appl. Numer.
Math. 1999; 30(2):305 – 340, doi:http://dx.doi.org/10.1016/S0168-9274(98)00118-4.
18. Benzi M. Preconditioning techniques for large linear systems: A survey. J. Comput. Phy. 2002; 182(2):418
– 477, doi:http://dx.doi.org/10.1006/jcph.2002.7176.
19. Bollhöfer M, Saad Y. Multilevel preconditioners constructed from inverse-based ilus. SIAM Journal on
Scientific Computing 2006; 27(5):1627–1650, doi:10.1137/040608374.
20. Li XS, Shao M. A supernodal approach to incomplete LU factorization with partial pivoting. ACM Trans.
Mathematical Software 2010; 37(4).
21. Falgout RD, Yang UM. Hypre: A library of high performance preconditioners. International Conference
on Computational Science, Springer, 2002; 632–641.
22. Gee M, Siefert C, Hu J, Tuminaro R, Sala M. ML 5.0 smoothed aggregation user’s guide. Technical Report
SAND2006-2649, Sandia National Laboratories, Albuquerque, NM 2006.
23. Arnoldi WE. The principle of minimized iterations in the solution of the matrix eigenvalue problem.
Quarterly of Applied Mathematics 1951; 9:17–29.
24. Lanczos C. An iterative method for the solution of the eigenvalue problem of linear differential and integral
operaators. J. Res. Nat. Bur. Staandards, Sec. B 1950; 45:225–280.
25. Trefethen LN, Bau D. Numerical Linear Algebra. SIAM, 1997.
26. Fletcher R. Conjugate gradient methods for indefinite systems. Numerical analysis. Springer, 1976; 73–89.
27. Paige CC, Saunders MA. LSQR: An algorithm for sparse linear equations and sparse least squares. ACM
Trans. Math. Softw. Mar 1982; 8(1):43–71, doi:10.1145/355984.355989.
28. Fong D, Saunders MM. LSMR: An iterative algorithm for sparse least-squares problems. SIAM J. Sci.
Comput. 2011; 33(5):2950–2971, doi:10.1137/10079687X.
29. Habetler GJ, Wachspress EL. Symmetric successive overrelaxation in solving diffusion difference equations.
Mathematics of Computation 1961; :356–362.
30. Saad Y. ILUT: A dual threshold incomplete lu factorization. Numerical Linear Algebra with Applications
1994; 1.
31. Saad Y. Iterative methods for sparse linear systems. Siam, 2003.
32. Saad Y. Sparsekit: a basic tool kit for sparse matrix computations. Technical Report, University of
Minnesota 1994.
33. Bollhöfer M, Saad Y. ILUPACK - preconditioning software package 2011. Available online at
http://ilupack.tu-bs.de/. Release V2.4, June.
34. Ruge JW, Stüben K. Algebraic multigrid. Multigrid Methods 1987; 3(13):73–130.
35. Vaněk P, Mandel J, Brezina M. Algebraic multigrid by smoothed aggregation for second and fourth order
elliptic problems. Computing 1996; 56(3):179–196.
36. De Sterck H, Yang UM, Heys JJ. Reducing complexity in parallel algebraic multigrid preconditioners.
SIAM Journal on Matrix Analysis and Applications 2006; 27(4):1019–1039.
37. Luby M. A simple parallel algorithm for the maximal independent set problem. SIAM journal on computing
1986; 15(4):1036–1053.
38. Jones MT, Plassmann PE. A parallel graph coloring heuristic. SIAM Journal on Scientific Computing
1993; 14(3):654–669.
39. team TH. hypre high-performance preconditioners User’s Manual 2006. Version 2.0.0.
40. team TH. hypre Reference Manual 2006. Version 2.0.0.
41. De Sterck H, Falgout RD, Nolting JW, Yang UM. Distance-two interpolation for parallel algebraic
multigrid. Numerical Linear Algebra with Applications 2008; 15(2-3):115–139.
42. De Sterck H, Yang UM. Coarsening and interpolation in algebraic multigrid: a balancing act. Presentation
at the 9th Copper Mountain Conference on Multigrid Methods, 2004.
43. Boisvert RF, Pozo R, Remington K, Barrett RF, Dongarra JJ. Matrix market: a web resource for test
matrix collections. Quality of Numerical Software. Springer, 1997; 125–137.
44. Davis TA, Hu Y. The University of Florida sparse matrix collection. ACM Transactions on Mathematical
Software (TOMS) 2011; 38(1):1.
45. Zienkiewicz OC, Taylor RL, Zhu JZ. The Finite Element Method: Its Basis & Fundamentals. 6th edn.,
Elsevier, 2005.
46. Conley R, Delaney TJ, Jiao X. Overcoming element quality dependence of finite elements with adaptive
extended stencil FEM (AES-FEM). Int. J. Num. Method. Engrg. 2016; 108(9):1054–1085, doi:10.1002/

Copyright c 2017 John Wiley & Sons, Ltd.
Prepared using nlaauth.cls

Numer. Linear Algebra Appl. (2017)
DOI: 10.1002/nla

28

A. GHAI, C. LU, AND X. JIAO

nme.5246.
47. Benito JJ, Ureña F, Gavete L. The generalized finite difference method. Leading-Edge Applied
Mathematical Modeling Research, Álvarez MP (ed.). chap. 7, Nova Science Publishers, Inc., 2008.
48. Shewchuk JR. Triangle: Engineering a 2d quality mesh generator and Delaunay triangulator. Lecture Notes
in Computer Science, vol. 1148, 1996; 203–222.
49. Si H. TetGen, a quality tetrahedral mesh generator and three-dimensional Delaunay triangulator v1.4
2006.
50. Alnæs M, Blechta J, Hake J, Johansson A, Kehlet B, Logg A, Richardson C, Ring J, Rognes ME, Wells
GN. The FEniCS project version 1.5. Archive of Numerical Software 2015; 3(100):9–23.
51. Yang UM. Parallel algebraic multigrid methods—high performance preconditioners. Numerical Solution
of Partial Differential Equations on Parallel Computers. Springer, 2006; 209–236.
52. PARALUTION Labs. Paralution v1.1 2016. http://www.paralution.com.
53. Lu C, Jiao X, Missirlis N. A hybrid geometric + algebraic multigrid method with semi-iterative smoothers.
Numer. Linear Algebra Appl. 2014; 21(2):221–238, doi:10.1002/nla.1925.

Copyright c 2017 John Wiley & Sons, Ltd.
Prepared using nlaauth.cls

Numer. Linear Algebra Appl. (2017)
DOI: 10.1002/nla

