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1 Introduction

Motivation and prior work. In the last two decades both computational geometry and machine learning
communities have been investigating methods for analyzing the shape of point clouds in high dimensional
spaces. For the former, this study is a natural progression from surface reconstruction. For the latter, the
interest stems from the idea that a data set samples an underlying metric space that represents a natural
phenomenon; recovering this metric leads to more accurate learning algorithms.

Much of the reconstruction work in computational geometry revolves around studying the distance func-
tion to a compact set K ⊆ Rd, dK : Rd → R, dK(x) = infy∈K ‖x− y‖. This function carries a great deal of
information, including the shape itself as the 0-th levelset, K = d−1

K (0). Furthermore, if we replace the set
by a new one, close to the original in the Hausdorff distance, the triangle inequality implies that the distance
function undergoes a small perturbation. So the distance functions to a compact set K and a nearby point
cloud P are close, ‖ dK −dP ‖∞ ≤ dH(K,P ).

While theoretically elegant, the Hausdorff model of noise is not very realistic in a typical statistical setting
— a single outlier results in an arbitrarily high error. This difficulty is a serious obstacle to applying the
distance function framework to the machine learning questions. To counter this problem, Chazal, Cohen-
Steiner, and Merigot [1] introduced a distance to a measure. We give its precise definition in the next section,
for now only summarizing its relevant properties.

Given a probability measure µ on Rd, and a mass parameter m0, the distance to µ, dµ,m0
: Rd → R is

a power distance to a weighted point set Y , d2
µ,m0

(x) = infy∈Y ‖x − y‖2 − wy. It is close to the (ordinary)
distance to the support of the measure. Most importantly, this distance is stable under the Wasserstein
perturbations of the measure. In other words, for two measures µ and ν, such that the cost of the optimal
transport plan between them is W2(µ, ν), the distances to the two measures are close, ‖ dµ,m0 −dν,m0 ‖∞ ≤
W2(µ, ν)/

√
m0. Consequently, a few outliers leave no footprints.

Put together, these properties let us work in a very general setting. We imagine the following prototypical
example — although we stress that it’s only an illustration of a much more general approach. We start with a
compact set K ⊆ Rd of a fixed dimension `, and let µK be an `-dimensional measure on K, see Definition 5.
Convolving µK with a Gaussian of variance σ2, we get a measure µ. Drawing a point set P from the
probability distribution µ, we let νP be the uniform measure on P . The distances relate as follows:

‖ dK −dµK ,m0
‖∞ ≤ Cm1/`

0

‖dµK ,m0 −dµ,m0 ‖∞ ≤W2(µk, µ)/
√
m0 ≤ σ

√
d/
√
m0

‖ dµ,m0
−dνP ,m0

‖∞ ≤W2(µ, νP )/
√
m0.

The last Wasserstein distance converges rapidly as we sample more and more points. We note that some
of the common settings in the literature either fit directly into this example, or its logic: the mixture of
Gaussians [2] and off-manifold Gaussian noise in normal directions [3] are two such examples.
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Contributions. The wide applicability of distance to a measure comes at a price. For a point set P , with
n points, and a mass parameter m0 = k/n, the distance to the uniform measure νP on P is a power distance
to a weighted point set U of the same cardinality as the number of sites in the order-k Voronoi diagram of
P , the size that’s too unwieldy for any practical application. Our main contribution is the analysis of an
easy-to-implement approximation scheme, resulting in a power distance to only n weighted points that we
call witnessed k-distance and denote by dw

P,k. We show that in the above setting, i.e. when the point set P is
drawn from a measure concentrated on a lower dimensional subset K of the Euclidean space, the witnessed
k-distance is close to the distance function to the compact set, dK .

Approximation Theorem. The error bound

‖ dw
P,k −dK ‖∞ ≤ 54m

−1/2
0 σ + 24m

1/l
0 α−1/l

µ

holds with probability at least 1− 2 exp(−βµnσ2+l), where m0 = k/n, and βµ is a constant that depends only
on µ.

In particular, the above uniform error bound is off by only a constant factor compared to the similar
error between the exact distance to the uniform measure on P and the distance to the compact set K.

2 Distance to a measure

In [1], the authors introduced distance to a probability measure as a way to infer its geometry and topology
in the same way one answers such questions for a compact set from its distance function.

Definition 1. Given a probability measure µ and a mass parameter m0 ∈ (0, 1), the distance to the measure
µ is

d2
µ,m0

(x) =
1

m0

∫ m0

0

δ2
µ,m(x) dm,

where δµ,m(x) is the radius of the smallest ball around x containing mass m of the measure.

This function is distance-like, meaning it captures the properties of the usual distance function to a
compact set that are used for geometric inference; see [1] for details. Its important feature is the stability
under perturbations of the underlying measure.

Stability Theorem. For any two probability measures µ and ν on Rd,

‖dµ,m0
−dν,m0

‖∞ ≤W2(µ, ν)/
√
m0.

where W2(µ, ν) denotes the Wasserstein distance between the measures.

This work examines the computational aspects of distance to a measure. Starting with a point cloud P
with n points, we are interested in the uniform measure νP on the point cloud. In this case, the notion of
k-distance dP,k coincides with the distance dνP ,m0 to νP , where m0 = k/n.

Definition 2. Let P ⊆ Rd be a finite point set with n points, and m0 some given fraction of the point cloud,
m0 = k/n. We call the function dP,k : Rd → R the k-distance to P ; its value at a query point x is defined by

d2
P,k(x) =

1

k

∑
p∈NNkP (x)

‖x− p‖2,

where NNk
P (x) ⊆ P denotes the k nearest neighbors in P to the point x ∈ Rd.
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k-Distance is a Power Distance. Every distance-like function is a power distance to a weighted point
set. To proceed, we explicitly rewrite k-distance as a power distance. For any subset C of k points in P ,
define δC : Rd → R by δ2

C(x) = 1
k

∑
p∈C ‖x− p‖2. Denoting by c̄ the barycenter of the points in C, an easy

computation shows

δ2
C(x) =

1

k

∑
p∈C
‖x− p‖2 = ‖x− c̄‖2 − wc̄,

where the weight wc̄ is negative, and given by − 1
k

∑
p∈c ‖c̄ − p‖2. Let us consider the set Baryk(P ) of

weighted barycenters of any subset of k points in P . From the definition of the k-distance, we are now able
to rewrite

d2
P,k(x) = min

C⊆P,|C|=k
δ2
C(x) = min

c̄∈Baryk(P )
‖x− c̄‖2 − wc̄.

In other words, the k-distance function to P coincides exactly with the power distance to Baryk(P ) with
the above weights. This calculation also shows the well-known fact that the order-k Voronoi diagram of the
original point set is exactly the same as the power diagram of the weighted barycenters.

3 Witnessed k-Distance

Our goal is to replace the exact k-distance by a power distance to a substantially smaller set of points.
We call a barycenter c̄ of k points witnessed if it is the barycenter of the k nearest neighbors C of some
point p in P (including the point p itself). To compute all such witnessed barycenters, it suffices to find the
k− 1 nearest neighbors for each input point. We denote by Barykw(P ) the set of witnessed k-barycenters; its
cardinality does not exceed that of P .

Definition 3. The power distance to the witnessed barycenters is the witnessed k-distance,

dw
P,k = min

c̄∈Barykw(P )
‖x− c̄‖2 − wc̄

General error bound. Because the distance functions we consider are defined by minima, and Barykw(P )
is a subset of Baryk(P ), the witnessed k-distance is always greater than the real k-distance. There is a
general multiplicative reverse inequality.

Lemma 1. For any finite point set P ⊆ Rd and 0 < k < |P |, dP,k ≤ dw
P,k ≤ (2 +

√
2) dP,k.

This lemma does not exploit any specific property of the input point set P .

Convergence of an empirical measure. To understand the quality of our approximation, we need to
bound the Wasserstein distance between the discrete measure νP on the point set P drawn from the measure
µ, and the measure µ itself. The convergence rate depends on the “complexity” of the measure µ. This
notion is very close to the ε-covering number of a compact set K, denoted by NK(ε), which counts the
minimum number of balls of radius ε needed to cover K.

Definition 4. The complexity of a probability measure µ on Rd at scale σ > 0, denoted by Nµ(σ), is the
minimum cardinal of the support of a probability measure ν such that W2(µ, ν) ≤ σ.

Proposition 1. Let µ be a probability measure on Rd whose support has diameter at most D, and let
µP = 1

n

∑
δpi be the sum of Dirac masses with weight 1/n, where (pi) is a sequence of i.i.d random variables

with law µ. Then, for every positive σ,

P(W2(µP , µ) ≤ 4σ) ≥ 1− exp(−2nσ2/(DNµ(σ))2)− exp(−2nσ4/D2)

We get a similar statement when the samples are drawn not from the original measure µ, but from a
“noisy” approximation denoted by ν which need not be compactly supported.

Corollary 1. Let µ be a probability measure on Rd, and ν a measure close to µ, with W2(µ, ν) = σ. Let
νP be the empirical measure defined by ν with n sample points. Then,

P(W2(νP , µ) ≤ 9σ) ≥ 1− exp(−8nσ2/(DNµ(σ))2)− exp(−32nσ4/D2)
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Assumptions. Our main assumption for bounding ‖ dw
P,k −dK ‖∞ is that the measure µ is low-dimensional

in the following sense.

Definition 5. A measure µ on Rd is said to have dimension at most `, which we denote by dimµ ≤ `, if
there exists a positive constant αµ such that for every point p in the support of µ,

µ(B(p, r)) ≥ αµr` for r ≤ diam(Supp(µ)) (1)

The important assumption here is that the inequality µ(B(p, r)) ≥ αr` holds for some positive constant
α and for r smaller than a constant R. The choice of R = diam(Supp(µ)) provides a normalization of the
constant αµ and simplifies the statements of the results.

The following Lemma shows that both measures satisfying the dimension assumption and their supports
must have low complexity. As a consequence of Proposition 1, such a measure µ will be well approximated
by its empirical sampling νP .

Lemma 2. Let K be the support of a measure µ with dimµ ≤ `. Then,

(i) for every positive ε, NK(ε) ≤ αµ/ε
`. Said otherwise, the upper box-counting dimension of K is

bounded,

dimbox(K) := lim sup
ε→0

log(NK(ε))

log(1/ε)
≤ `,

(ii) for every positive σ, Nµ(σ) ≤ αµ5`/σ`.

Bound. We conclude by bounding the error between the witnessed k-distance to the uniform measure on
P and (ordinary) distance to the set K. We start from a proposition that bounds the error between the
exact k-distance dP,k and dK .

Proposition 2. Let µ be a probability measure with dimension at most ` and K its support. Consider the
uniform measure νP on a point cloud P , and set m0 = k/n. Then

‖ dP,k −dK ‖∞ ≤ m−1/2
0 W2(µ, νP ) +m

1/`
0 α−1/`

µ .

Theorem 1. Let µ be a probability measure satisfying the dimension assumption and let K be its support.
Consider the uniform measure νP on a point cloud P , and set m0 = k/n. Then,

‖dw
P,k −dK ‖∞ ≤ 6m

−1/2
0 W2(µ, νP ) + 24m

1/`
0 α−1/`

µ

We can combine Theorem 1, Corollary 1, and Lemma 2 to get the following probabilistic statement.

Approximation Theorem. Suppose that µ is a measure satisfying the dimension assumption with ` ≥ 1,
and ν a noisy approximation of µ, i.e. W2(µ, ν) ≤ σ. Let P be a set of n points independently sampled from
ν. Then, the inequality

‖dw
P,k −dK ‖∞ ≤ 54m

−1/2
0 σ + 24m

1/`
0 α−1/`

µ

holds with probability at least 1− 2 exp(−βµnσ2+`), where βµ = 1
D2 max

[
8

αµ5`
, 32

]
.
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