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Abstract

We consider a problem domain consisting of a quadratic
grid of n “smart pixels” which observe a black-and-
white image. Each of these smart pixels can communi-
cate with its direct neighbors and perform simple com-
putations. Contiguous groups of black pixels form ob-
jects on the grid. We present a deterministic algorithm
to compute the convex hulls of all objects on the pixel
grid simultaneously in time O(

√
n).

1 Introduction

Modern cameras capture images using millions of sen-
sor pixels, allowing for extremely high resolution images
and video. However, the pixels themselves simply record
the light that strikes them; it is the processor’s job to
actually read this data and format it into a readable
computer image. By itself, a single pixel can do noth-
ing more than record a small bit of light. But what if the
pixels themselves possessed a limited amount of process-
ing power and memory storage? We call such a unit a
“smart pixel.” Abstract and futuristic as it may sound,
this hardware already exists in small grid sizes. [2] Smart
pixels allow for massively parallel computations that can
be used to create sublinear algorithms for many common
tasks.
This paper deals with applying smart pixels to one of

the most fundamental problems in the field of compu-
tational geometry: the convex hull problem. However,
instead of computing a single convex hull, we consider
the problem of computing many convex hulls at once.
Specifically, given a w by h grid of smart pixels, we
consider the problem of computing the convex hulls of
all objects on the grid simultaneously, and present an
algorithm to do so in O(w + h) time.

2 Problem Domain

The domain of our problem is a w by h smart pixel
grid on which a black and white image is captured. Our
model of computation assumes that each smart pixel
has direct access to the storage space of its eight im-
mediate neighbors, and that it can perform computa-
tions in parallel with the other pixels. Given a pixel p,
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we denote its neighbors using compass directions: N(p),
E(p), S(p), and W(p). The pixel grid contains an image
consisting of black and white pixels. Black pixels rep-
resent the objects to be inspected, whereas white pixels
represent the background. An object on the pixel grid
is a maximal set of contiguous black pixels. Objects
are not connected across diagonal pixels. The goal of
the algorithm is to compute the convex hulls of each of
these objects, and exploit the massively parallel nature
of smart pixels to do so in sublinear time.

In order to simplify working with smart pixels, we
introduce the concept of agents, data structures that
walk across the pixel grid, collecting information as they
move. In each pixel p, we store a set of agents A(p) that
reside on p. During the algorithm, an agent may trans-
fer itself to one of p’s immediate neighbors by removing
itself from A(p) and adding itself to A(q), where q is a
pixel directly adjacent to p. Moving simultaneously, the
agents form a sweep line that sweeps over the grid.

3 Convex Hull Algorithm

In this section, we modify an existing smart pixel algo-
rithm published by Fekete et al. [1], which we refer to as
the separation algorithm, to compute the convex hulls.
The separation algorithm runs in O(w + h) time. For
brevity, we assume the reader is familiar with the this
algorithm. In the full version of our paper, we present
a summary of this algorithm, as well as a few minor
errata.

We store two extra pieces of information, δx1 and
δx2, in each agent, with the goal of storing the location
of the leftmost and rightmost black pixels on the same
row. We modify two of the agent rules from the sepa-
ration algorithm to maintain these two extra variables.
In the move step, we increment δx1 always, and incre-
ment δx2 if the agent has left its home object. In the
merge step, when two agents a and a′ merge into a′′,
we set δx′′

1
= max{δx1, δx

′

1
} and δ′′x,r = min{δx2, δx

′

2
}.

Otherwise, the algorithm runs as described in [1]. Once
the algorithm is finished, and the agents for each object
are in their final position, δx1 and δx2 will contain the
correct values. For each agent a on a pixel p, the point
(px − δx1, py) is the leftmost active pixel on the row
belonging to a’s home object, and (px − δx2, py) is the
rightmost.

At this point, all agents of a common object form a
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single vertical line, the δx1 and δx2 of an object’s agents
forming the object’s left and right envelope. Clearly, all
convex hull points must be among these envelope points.
An external processing unit can then read each of these
points from the agents, starting from the bottom, and
compute the convex hull of the object using a standard
algorithm. Again, since the agents are already sorted
from bottom to top, no sorting step is necessary, and
therefore the running time of this post-processing op-
eration is linear to the number of points read, which
is exactly twice the height of the object in pixels (two
points from each agent). Since there are m objects, the
total running time combined with that of the separation
algorithm is O(w +mh). We now describe a more effi-
cient post-processing algorithm that runs on the smart
pixels to filter out those envelope points that are not
convex hull points. This also ensures that each individ-
ual convex hull can be read by the external processing
unit in linear time.

One thing that simplifies matters greatly is the fact
that, at this point, there is exactly one agent chain for
each object. This means that, as long as we deal with a
single agent chain, we can focus on that chain’s object
without affecting or being affected by any of the other
objects. However, we must be careful not to let other
agent chains cause any interference. To ensure we only
deal with a single agent chain, we introduce another
layer of abstraction in the form of subagents. Subagents
are data structures that move across the agent partner-
ship chains instead of pixels. Each subagent lives on a
specific agent a, and can access its neighbors in N(a)
and S(a). Since the agents are in their final position at
this point, each agent has at most one upper partner
and at most one lower partner, which means N(a) and
S(a) are uniquely defined.

On each agent a, we place two subagents: a left sub-
agent and a right subagent. Each subagent has a δx
variable which is assigned to the value of one of its par-
ent agent’s δx variables; left subagents get δx1, and right
subagents get δx2. In addition, each subagent has a
vertical offset δy which is initially zero. These offsets
define a subagent’s associated envelope point, defined
as (px − δx, py − δy), where p is the subagent’s agent’s
pixel. Subagents will be translating down during the
algorithm; it is important to note that we must incre-
ment a subagent’s δy when it moves, in order to keep
its envelope point the same.

After initialization, the postprocessing step then be-
gins iterations. In each iteration of the post-processing
step, the subagents perform an operation depending on
the envelope points of their neighbors. To avoid syn-
chronization conflicts, each iteration will consist of first
deciding what to do, and then doing it. Furthermore,
the subagents only interact with other subagents of the
same orientation (left or right). For convenience, when

(a) Initial configuration. (b) After 1 iteration. All sub-
agents whose envelope points
are right turns are deleted.

(c) After 6 iterations. Other
subagents are deleted as the re-
maining ones move down.

(d) Final configuration.

Figure 1: The post-processing scheme in action on a
single object. To simplify the diagrams, only the left
subagents are shown.

we speak of checking for the existence of another sub-
agent, this applies only to other subagents of the same
orientation.

• Decide what to do

If there does not exist a subagent in S(a), decide to
Drop Down. If there exist subagents in both N(a)
and S(a), perform an orientation test on the three
envelope points of the subagent in N(a), s itself,
and the subagent in S(a). If the result of this ori-
entation test does not match the orientation of s
(for instance, the three points constitute a right
hand turn and s is a left subagent), then decide to
Self-Delete. By default, decide to Stall.

• Perform the action

– If s decided to Drop Down, it translates from
a to S(a) and increments its δy.

– If s decided to Self-Delete, it deletes itself
from a.

– If s decided to Stall, it does nothing.

This process is repeated 3h− 7 times, at which point
(as we will show in the next section) the envelope point
of every subagent will be a point on the convex hull of
its agent’s object, and all existing subagents of the same
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(a) Initial configuration. (b) After 8 iterations. (c) After 22 iterations.

(d) End of the separation algorithm; begin-
ning of the post-processing algorithm.

(e) After 13 iterations. (f) Final configuration.

Figure 2: A demonstration of the full algorithm on a complicated image. Subagents of both orientations are shown
as half-circles, but links are hidden for clarity. Blue dots on the pixels indicate the pixel is on the convex hull.

object and orientation will form a contiguous chain. At
this point, the master controller can then reconstruct
the hull by reading the envelope points of each subagent
in each agent partnership chain, starting from the bot-
tom agent and proceeding until an agent with no left or
right subagent on it reached. Since all subagents will
be contiguous, reconstruction for an individual object
takes only O(m) time, where m is the number of points
on that individual object’s convex hull. Figure 1 dis-
plays the workings of the post-processing scheme on a
single object, and Figure 2 shows a demonstration of
the full algorithm on a complex image.

4 Running Time

In this section, we prove that the subagents in the post-
processing step will be in their final configuration after
at most 3h− 7 iterations. In order to show this, we will
focus on the subagents of a single object and orientation,
since subagents of different objects and orientations do

not affect each other. Furthermore, in order to make
the concept of subagents on agents as transparent as
possible, we refer to subagents as being in “slots,” and
an agent with no subagent in it as an “empty slot.”

The fact that some subagents are moving while others
are being deleted presents a tricky challenge. As defined
in the preceding section, iterations have two parts: a
decide-step where subagents decide their next action,
and an act-step where they actually carry it out. In
order to simplify the analysis, we separate the act-step
of the iterations into a move-step and a delete-step. All
movements are carried out in the move-step, and all
deletions are carried out in the delete-step. Note that
this does not have any effect on the algorithm, as the
decision of what to do happens before both the move-
step and the delete-step, so neither can affect the other.

We begin with a few definitions. Let S be a subset of
the subagents such that s ∈ S if and only if there exists
an empty slot at some position below s. Let D(s) be
defined as the maximum of 1 and the number of empty
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slots between s and the next subagent below s. D(s)
is undefined if s is the bottommost subagent. Finally,
let T =

∑
s∈S D(s). Note that T is always defined, as

the bottommost subagent can never be in S. As we
will show, when T = 0 and is not increased in the next
iteration, the algorithm is complete. Our strategy will
be to show that T decreases to 0 in a maximum of 3h−7
steps, and cannot increase in iterations past that. For
brevity, we omit the proofs for the following lemmas in
this abstract.

Lemma 1 The move-step of every iteration will cause

T to decrease by at least 1 if and only if T 6= 0.

Lemma 2 The delete-step of iterations past the first

will cause T to increase by at most 2 if at least one

subagent is deleted.

Lemma 3 If an iteration other than the first begins

with T = 0, the iteration will increase T by exactly 1

if and only if the algorithm is not yet complete.

Theorem 4 The post-processing algorithm can take at

most 3h− 7 iterations to complete.

Proof. The three preceding lemmas show how the
move-steps and delete-steps affect T . Now, we step back
and observe how each iteration as a whole affects T .
From the three lemmas, we can classify iterations that
occur while the algorithm is not yet complete into three
types.

• The first iteration. This single iteration may in-
crease T to its maximum value, which is h− 2.

• Up iterations. These are iterations after the first in
which one s /∈ S is deleted, which increase T by at
most 1.

• Down iterations. These are iterations after the first
in which no s /∈ S is deleted, which decrease T by
at least 1.

As stated above, T starts out at 0, but takes on a
value of at most h−2 after the first iteration. After that,
up iterations can increase T by at most 1. However,
each up iteration deletes at least one subagent, and we
only have h subagents to delete. More precisely, since
the top and bottom subagents can never be deleted,
and since the first iteration will always delete at least
one subagent except in the trivial case, the maximum
number of up iterations that can occur over the course
of the algorithm is h − 3. Thus, after at most (h −
2) + (h − 3) = 2h − 5 down iterations, T will reach 0
and no subagent will be deleted, signifying the end of
the algorithm. Since there is, of course, only one first
iteration, this brings the total number of iterations to
at most 1 + (h − 3) + (2h − 5) = 3h − 7. In the full
version of our paper, we show that this bound is tight
by constructing an example for which this worst case is
realized. �

5 Discussion

There is one issue that we have not addressed. In our
analysis, we assumed that no two subagents of different
objects could affect each other, but that is not entirely
true. It is possible for the separation algorithm to end
with the agents of many objects sharing the same col-
umn of smart pixels. If this is the case, in order to main-
tain synchronicity, we must slow down each iteration
to accommodate the processing of m subagents, where
m is the maximum number of subagents that share a
pixel. This issue is highlighted in [1]. The separation
algorithm shares the same problem, except with agents
instead of subagents. The solution proposed in [1] is to
assume a constant maximum number of agents that will
ever occupy the same pixel, and simply fail if this as-
sumption is violated. Unfortunately, the true maximum
could be as high as O(h).
Fortunately, the situation is slightly better for our

post-processing algorithm. At the end of the separation
algorithm, no agents with a common home object can
occupy the same pixel. Therefore the theoretical maxi-
mum number of agents on a common pixel changes from
O(h) to O(m), where m is the number of separate ob-
jects. Furthermore, instead of making an assumption
about the maximum, we can perform a straightforward
sweep before the post-processing algorithm to count the
number of agents on each pixel. We can then either
fail if it is greater than a predetermined threshold or
lengthen our iterations to keep every pixel synchronized.

6 Conclusion

We have presented an algorithm that computes the con-
vex hulls of all objects on a smart pixel grid in O(w+h)
time. The algorithm works as an extension of the algo-
rithm shown in [1], and can be combined with it to
compute other properties of the objects in addition the
convex hulls.
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