
SNR - Speech and noise mixing and analysis program

User manual
The speech and noise mixing and analysis program (SNR program) performs the processing and measurements related to testing of speech recognition engines in noisy environments.  
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Quick start
First step (mixing at the specified SNR)

Click on the first “Load” button.  Open the file with clean speech.  Click on the second “Load” button.  Open the file with pure noise.  Click on the “Mix” button.  The mix of the speech and noise signals with the SNR specified by default (10 db) is drawn on the third chart. 

Second step (SNR measurement from “acoustically mixed” signal)

Check “Input a and b directly” and set b equal to 1 to simulate acoustic mixing with noise.  Uncheck  “Scale on min/max” in mixing options (otherwise b will be changed).  Click on the “Mix” button.  The mix now simulates “acoustically mixed” signal in noise (noise and signal-in-noise have been “recorded” with equal pre-amplification).  Decrease “Speech range, db” to 10 or other reasonable value or change manually “Power threshold” and ensure that the speech detection algorithm detects the speech in noisy signal adequately (similar to the pattern for the clean speech used in mixing). Click on “Get SNR”.  The two SNRs should be approximately equal. 

Program structure and operating modes
The program contains three “areas” or “charts”.   The first one is designated for a “pure” speech wave file, the second is for a noise file, and the third is a signal-in-noise mix or file.  These areas are used in two different modes, designed for Techniques I and II respectively.  

In mode I, a user loads a “pure” speech file into the first area, and a noise file into the second area.  After these two files have been loaded, the “Mix” button becomes enabled.  A user selects the required SNR value in db.  A click on the “Mix” button produces the mixed sequence into the third area.

Mode II is assumed for use in Technique II.  The pre-recorded noise samples are being played back simulating noisy environment.  The resulting signal is recorded into two files: for the first one a speaker keeps silence (only noise is recorded).  For the second, the speaker simultaneously dictates the testing word sequence (speech in noise).  The second file is submitted to a recognizer.  In this technique, we have no access to pure speech, and the SNR is calculated from “pure” noise and noisy speech power. A user loads the noise file into the second area, and noisy speech into the third one.  After these two areas have been loaded, the “Get SNR” button becomes enabled.  Click on this button produces the estimate of the SNR for the given pair of sound samples.

Power calculation
The signal power is calculated in small fragments (“frames”) that are long enough to provide a reliable estimate, simultaneously being short enough to capture rapid changes in speech and noise.  We specify by default the frame length of 10 milliseconds (in speech processing and recognition, they typically use frames of 10-25 ms). 

Speech detection
All frames with a power larger than a given threshold are declared as speech fragments.  If both Use frames and Exclude silence are checked, speech is detected for the first area during mixing (in mode I) or for the third area in SNR calculation algorithm (mode II).  Every frame with power less or equal to speech threshold is declared “background” noise. The speech threshold can be input manually or calculated with one of two automatic methods.  The first one calculates the power level at the given percentile of power distribution.  The second one calculates the average power within the given “top” part of power distribution (the Upper fraction parameter, 0.1 by default).  The speech threshold is calculated as this average power of “loud” speech minus the given Speech range, db.  In our experiments, the adequate clean speech range was 20 db, and detection of speech in noise was successful with speech range set to approximately 10 db (at SNR in the range from 5 to 20 db).

Note: power plot and histogram (the “Power” button) always uses frames, and speech detection (the “Detect speech” button) always uses frames and excludes silence with the currently defined parameters (method and its parameters).

Merging files from a vocabulary
In first area, “Load” button enables a user to load multiple files (with standard Windows multiple files selection dialog).  In this case, the files are concatenated according to the selection (another way is to input the string with file names into the string editor within the dialog form).  A user-defined pause is inserted between separate words.

If “Maintain equal power” is checked, the files are scaled to provide equal average speech power for the words in the vocabulary.  The algorithm is as follows.  The speech detection is performed for each word (if “Use frames” and “Skip silence” are checked, which is the normal mode) and the average speech power Pi is calculated.  The signal in each file is being amplified to achieve the same average speech power.  The coefficient is equal to the square root of M / Pi, where M is the minimal speech power among all the utterances.  This ratio is less or equal to 1 for any file in the concatenation.  The checkbox “Scale on min/max” in “Merging” options determines whether this signal is scaled in order to use the whole signal range.

Merging files appeals to the same “Power calculation/Speech detection” options as the mixing does (“Use frames”, “Skip silence”, threshold values, etc).   This occurs at the time of an operation (merging or mixing), so a user can set different modes for merging and mixing (by selecting the options prior to the operation.

Words positions
If merging and/or multiple repetitions of the sequence are applied, it may be important to know the position of words in the resulting wav file.  The positions are saved into the file “Position.txt” in the wav files directory.  The file contains four columns: 

· Wav file name

· Number of the word in the vocabulary 

· Number of the vocabulary repetition

· Position (in samples)
Controls, displays, and parameters

In this section we describe most of controls skipping those that do not require explanations.

Buttons

Load (all three areas)
“Load” buttons load a WAV file into the respective area.  Only the first area lets a user to load (merge) multiple files.

Save (all three areas)

By default, signal and noise mix is saved into the file “mix$$$.wav”.  To save the mix into a different WAV file, click the third “Save” button. 

Play (all three areas)
“Play” button plays the signal back.  Only the third area lets you use this button to start the “word-wise” playback of the mix (if “Next mode” is checked).

Power (all three areas)
“Power” button invokes calculation and displays of the signal power by frames and the respective histogram of power values. Power curve is scaled to fit the signal display.

Detect Speech (first and third areas)
This button invokes the threshold speech detection algorithm (threshold is selected manually or by one of two automatic methods).  The second area is not supposed to contain speech.

Stop

This button stops playback for any area.

Mix

This button mixes first and second areas into the third one.  The SNR (db) window on the right of the button lets a user to input a desired SNR value.  The a and b windows farther on the right display the mixing coefficients or can be used to input these coefficients directly.

Get SNR

Given files in the second and third areas, this button calculates SNR.  The SNR (db) window on the right of the button displays the SNR estimate.

Options (checkboxes and parameters)

Show axes 
If checked, displays the Y-axis values on signal charts. 

Sparse plots 
If checked, displays the down-sampled signal (so that the number of samples on the graph is 4,000). 

Input a and b directly 

Check to override SNR and input directly a and b.  Note than if Scale on min/max is checked, a and b will be automatically scaled to avoid clipping of the mixed signal.

Scale on min/max

Check to scale the mix to avoid clipping.
Play loop
If this checkbox is checked, sound is played in a loop after click on the “Play” button.

Use frames and Exclude silence
These checkboxes define how the signal power is calculated during merging (in “Maintain equal power” mode), during mixing or SNR calculation.  If “Use frames” is not checked, the average power is a variance of the whole signal.  Otherwise, the average power is the average of the power values within frames. If “Exclude silence” is checked, one of the threshold speech detection algorithms identifies the frames with low power in the speech signal.  These frames are discarded from the calculation of average power. This procedure is “synchronized” for mixing or SNR calculation: we discard the frames from the noise file that correspond to the frames in the speech signal.  Therefore, there are three variants for power calculation in merging (for “Maintain equal power” checked) and calculation of SNR (during either mixing or SNR calculation from noisy signal and a pure noisy file):

· SNR is calculated only on frames corresponding to speech detected

· SNR is calculated using all frames

· Frames are ignored; calculations take into account only the total variance of sound samples

Often this options provide very similar results and the difference can be seen only comparing numerical results (“Sigma estimate (II)” in mixing mode or “SNR (db)” in SNR calculation mode).

Show power in db
This checkbox defines whether Power curve, power histogram, and power threshold are displayed and input in db or in absolute values.

Auto power threshold
This checkbox defines whether speech detection algorithm uses “automatically” selected threshold value.  If this option is selected, the 20% percentile of the power distribution by frames is chosen as the threshold value.  All frames with power above this limit are declared as “speech”, and below this limit as “background noise”.  This is a rough method that actually declares “speech” 80% of all samples regardless of how long are the pauses between words.

Power threshold
Displays the threshold value calculated in speech detection algorithm (if Auto power threshold is checked), or lets a user to input his/her own value (if not checked).

Analysis frame length 
An input window to specify  the length of the frame used in calculations (in ms).
Playback frame length 
If a user double clicks on a chart, a small fragment around the location chosen is played back.  This window is an input window to specify  the length of the frame for playback (in ms).   Note that one must double click on the signal, not on an empty area (otherwise the start of file is played back).

Pause in multi-mix, ms
Specifies the length of the pause between words in "multi-mix".  Do not forget that merging multiple words from a vocabulary (folder) is performed at “Load” button click.  Therefore, if you specified the length of the pause before clicking on “Mix” but after you loaded file, this parameter will have the previous value.

Pause in repetitions, ms
Specifies the length of the pause between vocabulary repetitions.

Number of repetitions
Specifies the number of vocabulary repetitions in the mix.

Word mode
Check this box to play repeated and/or multi-mix signal in word-by-word mode (use "Next" button).

SNR word-wise
This modes specifies that during merging files from the vocabulary, each word is scaled to provide approximately equal power level for “loud” and “quiet” words in the vocabulary (i.e., words are separately pre-amplified prior to mixing with amplifying coefficient inversely proportional to the average power of the signal).  The average word power is calculated exactly under the same options as for mixing (Use frames and Skip silence checkboxes).

The table
The table in the right upper corner of the dialog describes the signal parameters for the respective area.  ‘Samples/Sec' is the frequency of a signal,  'Bits/Sample' is 8 or 16 (other formats are not accepted),  'Bytes' is the total number of signal bytes in the file, and ‘Number of samples' is the length of the signal in samples.  'Mean' and 'Sigma' are respectively the average and standard deviation of the whole signal,  'Samples/frame' is the number of samples for a given “Analysis frame” (in milliseconds), and ‘Number of frames' is the respective signal length in frames.  'Sigma estimate (II)' is the estimate of standard deviation derived for calculations of SNR (“Get SNR” button).

Restrictions 
The program only works with 8- and 16-bit wave files, and with “direct” PCM coding (“type 1” wave files, no advanced speech formats such as ADPCM etc. are supported).  The wave file must be single-channel (not stereo or else).   

Also, to mix wave files into a speech plus noise signal or to calculate the SNR from noise and noisy speech signal, two files must have the same number of bits per sample and the same sampling frequency.

The program doesn't control available space on the disk.  A user must provide enough space to keep mixed and recorded files.

Zoom
Users can zoom drawing a rectangle around the chart area they want to see in detail. Dragging should be done from top / left to bottom down. Dragging in the opposite direction resets axis scales (no zoom).  Right mouse button must be pressed to draw the zoomed area rectangle. As soon as users release the mouse button, picture is repainted to show the zoomed area.

Wav files directory
The “Load” dialog opens with either the current working directory or the My Documents directory, depending on the version of Windows.

Remarks
1. SNR cannot be calculated if power of the mix is less than the power of noise.

2. The two SNRs from the “Quick start” example (the one at the “Mix” button and another at the “Get SNR” button) are always slightly different due to scaling or clipping (if the mix is not scaled).  Most important, the set and number of fragments that are identified as speech can differ strongly for noisy and clean signals.
3. The program does not provide special functions like mixing with several types of noise in one sample or multiply repeated concatenation of a word sequence without mixing with noise.   However, the program easily lets a user to perform such functions.  For example, for the first task, a user needs to load one noise file into the first area, the second – into the second one, specify a and b (Input a and b directly being checked), mix, and save the resulting mix of noises into a file for further mixing with speech.  In second example (get a clean concatenated multiply repeated word sequence), check Input a and b directly and set a = 1 and b = 0 (do not forget that scaling occurs if “Scale on min/max” is checked).
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