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Tuning and Analysis Utilities

 Performance evaluation tool
 Profiling and tracing toolkit for performance

analysis of parallel programs written in C, C++,
Fortran, Java and Python.

 Support for multiple parallel programming
paradigms: MPI, Multi-threading,
Hybrid (MPI+Threads)

 Access to hardware counters.
 Automatically instruments your code.



How to use TAU?
 Set a couple of environment variables

 $PATH, $TAU_MAKEFILE, $TAU_OPTIONS
 Instrument the program by inserting TAU macros or

automatically.
 To take advantage of TAU's automatic

instrumentation features, Program Database Toolkit
(PDT) needs to be installed <pdt-dir>. PDT provides
access to the high-level interface of source code for
analysis tools and applications.

 For automatic instrumentation
  Replace the compiler with TAU compiler script.



TAU Configuration
 Each configuration labeled with the options used.
 ./configure -mpi -arch=bgl -pdt=<pdt-dir> -pdt=xlC

-PROFILE(default) /-PROFILECALLPATH/-MPITRACE/…
 Each configuration creates a unique Makefile.

 <tau-dir>/bgl/lib for BG/L platform
 <tau-dir>/bgp/lib for BG/P platform

 TAU compiler scripts are installed in 
 <tau-dir>/ppc64/<bin>

 Add the bin directory to your path.

export PATH=/gpfs/home1/tulin/TAUL/tau-2.17.3/ppc64/bin:$PATH
export PATH=/gpfs/home1/tulin/TAUP/tau-2.17.3/ppc64/bin:$PATH



Set TAU_MAKEFILE
 Set the environment variable TAU_MAKEFILE to the

location of the tau makefile.
 List of TAU’s Makefile

Makefile.tau-mpi-pdt
Makefile.tau-callpath-mpi-pdt
Makefile.tau-mpi-pdt-mpitrace
Makefile.tau-mpi-pthread-pdt
Makefile.tau-multiplecounters-mpi-papi-pdt …

 Start with MPI instrumentation & PDT for automatic
source instrumentation.
export TAU_MAKEFILE=<tau-dir>/bgl/lib/Makefile.tau-mpi-pdt
export TAU_MAKEFILE=<tau-dir>/bgp/lib/Makefile.tau-mpi-pdt



TAU Shell Scripts
 Compile your code with TAU shell scripts.

 If your Fortran code is a fixed-format Fortran code, use
“tau_f90.sh -qfixed”

 -D options to XLF: The XL Fortran compilers require a
slightly different syntax to define preprocessor macro
symbols. Instead of just "-D", you should use "-WF,-D" like
this: mpixlf77 -WF,-DMYFLAG myprogram.F

tau_f90.shmpixlf77    mpixlf77_r
mpixlf90    mpxlf90_r

mpif77
mpif90

tau_cxx.shmpixlcxx   mpixlcxx_rmpicxx
tau_cc.shmpixlc          mpixlc_rmpicc
TAU shell scriptsIBM XL CompilersGNU Compilers



Analyze Performance Data
 pprof ( for text based display )

 sorts and displays profile data generated by TAU.
 Execute pprof in the directory where profile files are

located.
 paraprof ( for GUI display)

 TAU has Java based performance data viewer.
 Requires Java1.4 or above, add it to your path.
 --pack options pack the data into packed (.ppk)

format and it does not launch the paraprof GUI.
 paraprof --pack filename
 To launch the GUI

     paraprof filename.ppk



pprof (Text based display)



-PROFILE(default)
Identify the routines that use the most time



Show Thread Statistics Text Window



Function Data and Comparison Windows



Generate a Flat Profile

 export PATH=/gpfs/home1/tulin/TAUL/tau-2.17.3/ppc64/bin:$PATH
 export TAU_MAKEFILE=/gpfs/home1/tulin/TAUL/tau2.17.3/bgl/lib/Makefile.tau-

mpi-pdt
 make CC=tau_cc.sh CXX=tau_cxx.sh F90=’tau_f90.sh -qfixed’
 vi tau_app.run

In your job script file, set the environment variable PROFILEDIR. Provide the full path
to the directory where you want to store the profile files.

# @ arguments = -np 16 -env PROFILEDIR=<profile-dir> -exe …
 llsubmit tau_app.run
 cd <profile-dir>
 paraprof --pack tau_app.ppk
 paraprof tau_app.ppk



-PROFILECALLPATH
 Generate call path profiles
 Shows the time spend in a routine when it is called by

another routine in the calling path.
 f1 => f2 shows the time spent in f2 when it is called by f1



paraprof → Windows → Threads
→ Call Path Relations



Generate
Callpath / Callgraph Profile
 export PATH=/gpfs/home1/tulin/TAUL/tau-2.17.3/ppc64/bin:$PATH
 export TAU_MAKEFILE=/gpfs/home1/tulin/TAUL/tau2.17.3/bgl/lib/Makefile.tau-

callpath-mpi-pdt
 make CC=tau_cc.sh CXX=tau_cxx.sh F90=’tau_f90.sh -qfixed’
 vi tau_app.run

In your job script file, set the environment variable PROFILEDIR. Provide the full path to
the directory where you want to store the profile files.

# @ arguments = -np 16 -env PROFILEDIR=<profile-dir> -exe …
 llsubmit tau_app.run
 cd <profile-dir>
 paraprof --pack tau_app.ppk
 paraprof tau_app.ppk

( Windows → Thread →  Call Graph
         →  Call Path Relations)



-MULTIPLECOUNTERS
-papi=<papi-dir>
 Blue Gene modern CPUs provide on-chip hardware

performance counters that can record several
events.
 The number of instructions issued
 The number of L1,L2 and L3 data and instruction cache

misses, hits, access, read, write.
 Floating point operations executed.

 TAU uses the Performance Data Standard and API
(PAPI-Performance Application Programming
Interface) to access these performance counters.

 Set the COUNTERx environment variables.



Performance Counters on BG/L
microprocessor (PowerPC440)



Performance Counters on BG/P
microprocessor (PowerPC450)



Generate Hardware Counter
Profile

 export PATH=/gpfs/home1/tulin/TAUP/tau-2.17.3/ppc64/bin:$PATH
 export TAU_MAKEFILE=/gpfs/home1/tulin/TAUP/tau2.17.3/bgp/lib/Makefile.tau-

multiplecounters-mpi-pdt
 make CC=tau_cc.sh CXX=tau_cxx.sh F90=’tau_f90.sh -qfixed’
 vi tau_app.run

In your job script file, set the environment variable COUNTERx
# @ arguments = -np 16 -env PROFILEDIR=<profile-dir>
       -env COUNTER1=GET_TIME_OF_DAY
       -env COUNTER2=PAPI_L1_DCM

  -env COUNTER3=PAPI_L1_DCH  -exe …
 llsubmit tau_app.run
 cd <profile-dir>
 paraprof --pack tau_app.ppk
 paraprof tau_app.ppk



Performance Counters



Fast Blue Gene Timers
 Blue Gene systems have a special clock cycle counter that can be

used for low overhead timings,
-BGLTIMERS Use fast low-overhead timers on IBM BG/L
-BGPTIMERS Use fast low-overhead timers on IBM BG/P

-LINUXTIMERS Use low overhead TSC Counter for wallclock time.

-CPUTIME Use usertime+system time instead of wallclock time.

-PAPIWALLCLOCK Use PAPI to access wallclock time.



PerfExplorer
 Framework for parallel performance data

mining.
 Enables the development and integration of

data mining operations that will be applies to
large-scale parallel performance profiles.

 Requires Java Run Time Environment 5
 Requires PerfDMF (Performance Data

Management Framework) from TAU.



perfexplorer → Charts →
Relative Speedup

Speed Up S= ts/ tp



perfexplorer → Charts →
Relative Efficiency

Efficiency E= S/p



Using perfexplorer
 .ppk files are generated

 llsubmit tau_app32.run
 paraprof --pack tau_np32.ppk

 …
 llsubmit tau_app512.run

 paraprof --pack tau_np512.ppk
 Make sure you have Java5 or better in your PATH.
 paraprof

 Add trial to the DB.
 Trial type: Paraprof Packed Profile
 Select File(s) -> OK.
 Uploading Trial.

 Perfexplorer
 Choose Experiments.
 Charts → Relative SpeedUp



Part II: Performance Issues

How to program machines that can be built;
How to build machines that can be programmed

James Glimm

Chair, Dept Applied Mathematics and
Statistics, Stony Brook University

Associate Director for Science, NYCCS



The crisis in computing

 Clock speeds have hit technology and economic
limits

 Increased speed depends on increased
parallelism

 Network cost (all to all) is N2 (not scaling)
 Mesh network (BG/L) solved this problem but

reached a limit
 Modern computers will have more cores per chip
 How to program?



Hybrid Architectures
 8-32 or more cores per chip
 Shared memory (threads), one per core on

chip; many chips
 MPI across nodes, OpenMP within nodes
 What is the programming model which will

allow use of such hardware?
 Answer: three levels of mesh decomposition
 Many such proposals from the computer

science community



Three mesh levels
 Finest (usual) mesh: for computation of PDE

solutions
 Middle level (thread) mesh:

 Each block belongs to one thread, and has a
fraction of memory of chip for writing

 Coarsest level (MPI) mesh:
 Each block belongs to one chip; messages

between blocks. Each thread can read from
entire memory of chip, but can write only to
restricted memory of thread



Three Mesh Levels:
4X4 (MPI) X 8X8 (threads) X 8x8
(PDE computational cells)

Thread mesh
block (8x8 of
these per 
processor 
block). Allows 64
threads (cores)
per processor.

Global read and
local write 
across processor
mesh block

Processor Mesh block
(4x4 of these)
MPI across boundaries

single computational
cell for PDE solution.
8x8 of these across
single thread mesh
block



MPI efficiency
 Depends on large MPI blocks for messages
 Messages only for border of MPI block, not

for interior
 Depends on surface << volume, i.e. requires

big blocks
 Remains true for coarse (MPI) mesh, which

governs the messages



Programming Model
 Smart MPI functions
 Between coarse (message) blocks: as

usual
 Between mid-sized (thread) blocks: only

copy or read
 To single mid-sized (thread) block: writing

by only one thread allowed.



Proposal

 Move from computer science tests to
science/engineering tests and codes

 Develop programming model for scientific codes
and test on BG/P and on BG/Q when available

 Work with IBM scientists toward this goal
 Limited program modifications

 Redefine MPI routines
 Redefine ghost cell memory allocation at borders

of coarse mesh blocks only
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THANK YOU!

DOE Advanced Computing Software Collection Workshop, Berkeley, CA,
August 19-22, 2008


