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#One-way ANOVA  

#We are often interested in determining whether the means from more 

than two populations or groups are equal or not. To test whether the

 difference in means is statistically significant, we can perform   

analysis of variance (ANOVA) using the R function aov(). If the ANOV

AF-test shows there is a significant difference in means between the

 groups we may want to perform multiple comparisons between all pair

-wise means to determine how they differ. 

 

#A.  Analysis of Variance 

#The first step in our analysis is to graphically compare the means 

of the variable of interest across groups. It is possible to create 

side-by-side boxplots of measurements organized in groups using the 

function plot(). Simply type plot(response  ~ factor, data=data_name)  

where response is the name of the response variable and factor the  

variable that separates the data into groups. Both variables should 

be contained in a data frame called data_name. 

 
#Ex. A drug company tested three formulations of a pain relief medic

ine for migraine headache sufferers. For the experiment 27 volunteer

s were selected and 9 were randomly assigned to one of three drug   

formulations. The subjects were instructed to take the drug during t

heir next migraine headache episode and to report their pain on a sc

ale of 1 to 10 (10 being most pain). 

 
#Data: 

#Drug A 4  5    4   3   2   4   3   4   4 

#Drug B 6   8   4   5   4   6   5   8   6 

#Drug C 6   7   6   6   7   5   6   5   5 

 
#To make side-by-side boxplots of the variable pain grouped by the  

variable drug we must first read in the data into the appropriate    

format. 

 
pain = c(4, 5, 4, 3, 2, 4, 3, 4, 4, 6, 8, 4, 5, 4, 6, 5, 8, 6, 6, 7,

 6, 6, 7, 5, 6, 5, 5) 

drug = c(rep("A",9), rep("B",9), rep("C",9)) 

migraine = data.frame(pain,drug);migraine 

##    pain drug 

## 1     4    A 
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## 2     5    A 

## 3     4    A 

## 4     3    A 

## 5     2    A 

## 6     4    A 

## 7     3    A 

## 8     4    A 

## 9     4    A 

## 10    6    B 

## 11    8    B 

## 12    4    B 

## 13    5    B 

## 14    4    B 

## 15    6    B 

## 16    5    B 

## 17    8    B 

## 18    6    B 

## 19    6    C 

## 20    7    C 

## 21    6    C 

## 22    6    C 

## 23    7    C 

## 24    5    C 

## 25    6    C 

## 26    5    C 

## 27    5    C 

#Note the command rep("A",9) constructs a list of nine A‟s in a row. 

The variable drug is therefore a list of length 27 consisting of  

nine A‟s followed by nine B‟s followed by nine C‟s. If we print the 

data frame migraine we can see the format the data should be on in  

  order to make side-by-side boxplots and perform ANOVA (note the   

  output is cut-off between observations 6-25 for space purposes). 

 
#We can now make the boxplots by typing: 

   
plot(pain ~ drug, data=migraine) 
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#From the boxplots it appears that the mean pain for drug A is lower

 than that for drugs B and C. 

Next, the R function aov() can be used for fitting ANOVA models. The

general form is aov(response  ~ factor, data=data_name) 

where response represents the response variable and factor the varia

ble that separates the data into groups. Both variables should be   

contained in the data frame called data_name. Once the ANOVA model is

fit, one can look at the results using the summary() function. This 

produces the standard ANOVA table. 

 
#Ex.  Drug company example continued. 

 
results = aov(pain ~ drug, data=migraine) 

summary(results) 

##             Df Sum Sq Mean Sq F value   Pr(>F)     

## drug         2  28.22  14.111   11.91 0.000256 *** 

## Residuals   24  28.44   1.185                      

## --- 

## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

#Studying the output of the ANOVA table above we see that the F-stat

istic is 11.91 with a p-value equal to 0.0003.  
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We clearly reject the null hypothesis of equal means for all three d

rug groups. 

#B. Multiple comparisons 

#The ANOVA F-test answers the question whether there are significant

differences among the K population means. However, it does not provi

de us with any information about how they differ. Therefore when you

reject H0 in ANOVA, additional analyses are required to determine   

what is driving the difference in means.  

The function pairwise.t.test computes the pair-wise comparisons     

between group means with corrections for multiple testing. We use   

the function pairwise.t.test(),  

Check the usage of this function by yourself 

 
#Ex.Drug company example continued. 

 
pairwise.t.test(pain, drug, p.adjust="bonferroni")  

##  

##  Pairwise comparisons using t tests with pooled SD  

##  

## data:  pain and drug  

##  

##   A       B       

## B 0.00119 -       

## C 0.00068 1.00000 

##  

## P value adjustment method: bonferroni 

#The results state that the difference in means is not significantly

 different between drugs B and C (p-value = 1.00), but both are sign

ificantly different from drug A (p-values = 0.00119 and 0.00068, res

pectively). Hence, we can conclude that the mean pain is significant

ly different for drug A.    Another multiple comparisons procedure is 

Tukey‟s method (a.k.a. Tukey's Honest Significance #Test). 

The function TukeyHSD() creates a set of confidence intervals on the

differences between means with the specified family-wise probability

of coverage. The general form is TukeyHSD(x, conf.level = 0.95) Here

 x is a fitted model object (e.g., an aov fit) and conf.level is the

confidence level. 

#Ex.Drug company example continued. 

results = aov(pain ~ drug, data=migraine) 

TukeyHSD(results, conf.level = 0.95) 
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##   Tukey multiple comparisons of means 

##     95% family-wise confidence level 

##  

## Fit: aov(formula = pain ~ drug, data = migraine) 

##  

## $drug 

##          diff        lwr      upr     p adj 

## B-A 2.1111111  0.8295028 3.392719 0.0011107 

## C-A 2.2222222  0.9406139 3.503831 0.0006453 

## C-B 0.1111111 -1.1704972 1.392719 0.9745173 

#These results show that the B-A and C-A differences are significant

(p=0.0011 and p=0.00065, respectively), while the C-B difference is 

not (p=0.97). This confirms the results obtained using Bonferroni co

rrection. 

 
#Graphical display:to plot CIs from Tukey: 

 
plot(TukeyHSD(results, conf.level = 0.95)) 

 

#Two-way ANOVA  

#In this tutorial we discuss fitting two-way analysis of variance  

(ANOVA) in R. As we fit these models using regression methods much  
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of the syntax from the multiple regression tutorial will still be va

lid. For ANOVA, all the explanatory variables are categorical. 

#A. Two-way Analysis of Variance 

 
#Two-way ANOVA is used to compare the means of populations that are 

classified in two different ways, or the mean responses in an experi

ment with two factors. One can fit a two-way ANOVA using the aov() f

unction we had introduced in the one-way ANOVA section, However, sin

ce the aov() utilizes the Type I sum of squares, we wish to give our

selves more flexibility by being able to use also the other sum of s

quares types, such as the Type III sum of square implemented in the 

lm() function. Now we will fit two-way ANOVA models in R using the  

lm() function. For example, the command: 

lm(Response ~ FactorA + FactorB) fits a two-way ANOVA model without i

nteractions. In contrast, the command 

lm(Response ~ FactorA + FactorB + FactorA*FactorB) includes an intera
ction term. Here both FactorA and FactorB are categorical variables,

 while Response is quantitative. 

#Ex. A study was performed to test the efficiency of a new drug deve

loped to increase high-density lipoprotein (HDL) cholesterol levels 

in patients. 18 volunteers were split into 3 groups (Placebo,5 mg,10

 mg) and the difference in HDL levels before and after the treatment

 was measured. The 18 volunteers were also categorized into two age 

groups (less than 40 or not).We are interested in determining the an

swers to the following questions:  

#Does the amount of drug have an effect on the HDL level?  

#Does the age of the patient have an effect on the HDL level?  

#Is there an interaction between age and amount of drug?  

#We begin by reading in the data and making some exploratory plots o

f the data. 

#Data: 

Drug = c(rep("Placebo",6), rep("5mg",6),rep("10mg",6)) 

Age = c(rep(c(rep("young",3), rep("old",3)),3)) 

Value = c(4, 3, -1, 2, 1, -2, 4, 5, 7, 3, 3, 4, 9, 12, 10, 7, 8, 7) 

data<-data.frame(Drug,Age,Value);data 

##       Drug   Age Value 

## 1  Placebo young     4 

## 2  Placebo young     3 

## 3  Placebo young    -1 

## 4  Placebo   old     2 
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## 5  Placebo   old     1 

## 6  Placebo   old    -2 

## 7      5mg young     4 

## 8      5mg young     5 

## 9      5mg young     7 

## 10     5mg   old     3 

## 11     5mg   old     3 

## 12     5mg   old     4 

## 13    10mg young     9 

## 14    10mg young    12 

## 15    10mg young    10 

## 16    10mg   old     7 

## 17    10mg   old     8 

## 18    10mg   old     7 

#To make side-by-side boxplots: 

par(mfrow=c(1,2)) 

plot(Value ~ Drug + Age, data=data) 

 

#Judging by the boxplots there appears to be a difference in HDL lev

el for the different drug levels.  

#However, the difference is less pronounced between the two age grou

ps. 

#An interaction plot displays the levels of one factor on the x-axis
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 and the mean response for each treatment on the y-axis.  

#In addition, it shows a separate line connecting the means correspo

nding to each level of the second factor. When no interaction is pre

sent the lines should be roughly parallel. 

#These types of plots can be used to determine whether an interactio

n term should be included in our ANOVA model. 

#Interaction plots can be made in R using the command: 

  #interaction.plot(factorA, factorB, Response) 

#If we switch the order of factor A and B we alter which variable is

 plotted on the x-axis. 

 
#Ex. Create an interaction plot for the HDL data. 

 
interaction.plot(data$Drug, data$Age, data$Value) 

 

interaction.plot(data$Age, data$Drug, data$Value) 
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#The interaction plots look roughly parallel,  

#but to confirm we fit a two-way ANOVA with an interaction term: 

 
results = lm(Value ~ Drug + Age + Drug*Age, data=data) 

anova(results) 

## Analysis of Variance Table 

##  

## Response: Value 

##           Df  Sum Sq Mean Sq F value    Pr(>F)     

## Drug       2 178.111  89.056   32.06 1.535e-05 *** 

## Age        1  22.222  22.222    8.00   0.01522 *   

## Drug:Age   2   1.444   0.722    0.26   0.77529     

## Residuals 12  33.333   2.778                       

## --- 

## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

#Studying the output of the ANOVA table we see that  

#there is no evidence of a significant interaction effect (F=0.26, p

=0.7753).  

#We therefore cannot conclude that there is an interaction between a

ge and the amount of drug taken.  

#The test for the main effect of treatment (F=32.06, p<0.0001) shows

 a significant drug effect on the HDL level. 
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#Finally, the test for the main effect of age (F=8.00, p=0.01522) sh

ows a not strong age effect on the HDL level.  

 
#After fitting an ANOVA model it is important to always check the re

levant model assumptions.  

#This includes making QQ-plots and residual plots. 

Note: You will find the same results using the following slightly di

fferent notations: 

results1 = lm(Value ~ Drug + Age + Drug:Age, data=data) 

anova(results1) 

results2 = lm(Value ~ Drug*Age, data=data) 

anova(results2) 

Since we have balanced design, the factors are orthogonal, and types I, II and III a

ll give the same results. Therefore, the aov() function will give the same results a

s the lm() function in this case. 

Results3 = aov(Value ~ Drug + Age + Drug*Age, data=data) 

results4 = aov(Value ~ Drug + Age + Drug:Age, data=data) 

results5 = aov(Value ~ Drug*Age, data=data) 
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qqnorm(results$res) 

 

plot(results$fitted,results$res,xlab="Fitted",ylab="Residuals") 
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#Neither plot indicates a significant violation of the normality ass

umption. 

 

Key Reference: 

1. QuickR: http://www.statmethods.net/stats/anova.html 

2. UCDavisStatWiki: http://statwiki.ucdavis.edu/Statistical_Computin

g/R_Tutorial_for_ANOVA_and_Linear_Regression 

3. ANOVA, AOV, LM and the Types I, II, III sums of squares:  

http://goanna.cs.rmit.edu.au/~fscholer/anova.php 

https://mcfromnz.wordpress.com/2011/03/02/anova-type-iiiiii-ss-ex

plained/ 

4. Two more detailed lecture notes:  

http://www.math.smith.edu/r/excerpt-4.pdf 

http://homepages.inf.ed.ac.uk/bwebb/statistics/ANOVA_in_R.pdf 

 

5. Dummy coding in R:  

http://www.ats.ucla.edu/stat/r/library/contrast_coding.htm 

 

6. We thank colleagues who posted their notes and blogs on the inter

net@! 
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